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selbständig verfasst und nur die angegebenen
Quellen und Hilfsmittel verwendet habe.

15.01.2014
Oliver Hilsenbeck

Abstract
Single-cell imaging is an ideal tool to study heterogeneous populations of proliferating and
di↵erentiating progenitor cells as it enables continuous quantification of cellular behavior
and molecular properties in individual cells. The large amounts of image data generated in
such experiments require automated analysis, but to the knowledge of the author existing
methods are not suitable for fast and robust processing of transmitted light microscopy
images in large scale experiments. Most methods that are fast enough for large scale
data processing cannot handle the low contrast and noise of transmitted light microscopy
images and require perfect segmentation to produce usable cell tracking results.
Therefore, I developed maximally interesting extremal regions (MINER), a novel segmentation method based on machine learning that extracts the shapes of blood cells from
brightfield microscopy images. Quantitative evaluation shows that it is both faster and
more accurate than current methods, without requiring manual specification of parameters: it suffices to label a few cells for training. I use MINER for cell tracking with
a probabilistic model. It takes into account the scaling and correlation structure of the
used cellular features, and weights them with respect to how much each feature helps to
separate di↵erent cells. Importantly, all parameters requiring adaption for specific experiments are learned automatically, and no parameter tuning or manually tracked training
data is needed. Finally, I present easy-to-use software implementing both methods that
fully integrates with existing tools to inspect and correct results.
This combination of new methods and intuitive software enables users without any knowledge of the underlying algorithms to reliably and efficiently track cells in brightfield microscopy images.
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Zusammenfassung
Single-Cell Imaging ist ideal dazu geeignet, heterogene Populationen von proliferierenden und di↵erenzierenden Stammzellen zu untersuchen, da es ermöglicht, kontinuierlich
zelluläres Verhalten und molekulare Eigenschaften in einzelnen Zellen zu quantifizieren.
Die großen Mengen an Bilddaten, die in derartigen Experimenten erzeugt werden, erfordern Werkzeuge für automatische Verarbeitung. Aber dem Autor sind keine existierenden
Programme bekannt, die geeignet sind, große Mengen von Bilddaten aus Durchlichtmikroskopie effizient und zuverlässig zu verarbeiten. Die meisten Programme, die schnell genug
für die Verarbeitung großer Datenmengen sind, scheitern an dem geringen Kontrast und
Rauschen in Bildern aus Durchlichtmikroskopie und erfordern perfekte Segmentierungsergebnisse, um Zellen verfolgen zu können.
Daher habe ich Maximally Interesting Extremal Regions (MINER) entwickelt, eine neue
Segmentierungsmethode, die die Umrisse von Blutzellen aus Bilddaten aus Hellfeldmikroskopie extrahiert. Eine quantitative Evaluierung zeigt, dass sie sowohl schneller als
auch genauer ist als existierende Methoden. Eine manuelle Angabe von Parametern ist
nicht nötig: es reicht aus, einige Zellen zum Trainieren des Algorithmus zu markieren.
Ich benutze MINER, um Zellen mit einem probabilistischen Modell zu verfolgen. Dabei
werden Skalierung und Korrelationsstruktur der benutzten zellulären Eigenschaften beachtet, welche außerdem danach gewichtet werden, wie hilfreich sie sind, um verschiedene
Zellen voneinander zu unterscheiden. Alle Parameter, die für einzelne Experimente angepasst werden müssen, werden automatisch gelernt, damit keine manuelle Suche nach
optimalen Parametern oder manuell generierte Trainingsdaten notwendig sind. Schließlich stelle ich eine leicht zu bedienende Softwareimplementierung von beiden Methoden
vor, die kompatibel zu bestehenden Programmen ist, um Ergebnisse zu überprüfen oder
zu korrigieren.
Diese Kombination aus neu entwickelten Methoden und intuitiver Software ermöglicht es
Nutzern, zuverlässig und effizient Zellen in Bilddaten aus Hellfeldmikroskopie zu verfolgen,
ohne etwas über die zugrundeliegenden Algorithmen zu wissen.

iii

Contents
1 Introduction
1.1 Biological background . . . . . . . . . . . . . . . . . . . . . . . . . . .
1.1.1 Stem cell research and regenerative medicine . . . . . . . . . . .
1.1.2 The hematopoietic system . . . . . . . . . . . . . . . . . . . . .
1.1.3 Resolving open questions about hematopoiesis . . . . . . . . . .
1.1.4 Automated quantitative long term single cell imaging . . . . . .
1.2 Published methods for data analysis in quantitative single cell imaging
1.2.1 Cell segmentation methods . . . . . . . . . . . . . . . . . . . . .
1.2.2 Cell tracking methods . . . . . . . . . . . . . . . . . . . . . . .
1.2.3 Tools for image segmentation and cell tracking . . . . . . . . . .
1.3 Overview of this thesis . . . . . . . . . . . . . . . . . . . . . . . . . . .
2 MINER: maximally interesting extremal regions
2.1 Optimized brightfield image acquisition . . . . . . . . . . . .
2.2 Definition of maximally interesting extremal regions . . . . .
2.2.1 Basic concepts . . . . . . . . . . . . . . . . . . . . . .
2.2.2 Maximally interesting extremal regions . . . . . . . .
2.3 Computing maximally interesting extremal regions . . . . .
2.3.1 Computation in quasi-linear time . . . . . . . . . . .
2.3.2 Computation in true linear time . . . . . . . . . . . .
2.4 Model validation . . . . . . . . . . . . . . . . . . . . . . . .
2.5 Results: fast and accurate segmentation of brightfield images
2.5.1 Quantitative evaluation of segmentation accuracy . .
2.5.2 Practical runtime requirements . . . . . . . . . . . .
3 A probabilistic model for automated cell tracking
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . .
3.2 Fast and robust creation of lineage tree fragments . . . . .
3.3 A probabilistic model to connect lineage tree fragments . .
3.3.1 Overview . . . . . . . . . . . . . . . . . . . . . . .
3.3.2 A probabilistic measure for the similarity of a tree
possible precursors . . . . . . . . . . . . . . . . . .
3.3.3 Example . . . . . . . . . . . . . . . . . . . . . . . .
3.3.4 A global solution for the cell tracking problem . . .
3.3.5 A sliding window enables large scale cell tracking .
3.3.6 Automatic learning of parameters . . . . . . . . . .

. . . . .
. . . . .
. . . . .
. . . . .
. . . . .
. . . . .
. . . . .
. . . . .
of blood
. . . . .
. . . . .

.
.
.
.
.
.
.
.
.
.

1
1
1
2
3
4
7
7
8
9
10

. . .
. . .
. . .
. . .
. . .
. . .
. . .
. . .
cells
. . .
. . .

11
11
13
13
16
20
20
24
29
33
33
39

.
.
.
.
.
.
.
.
.
.

. . . . . . . .
. . . . . . . .
. . . . . . . .
. . . . . . . .
fragment and
. . . . . . . .
. . . . . . . .
. . . . . . . .
. . . . . . . .
. . . . . . . .

.
.
.
.

41
41
43
44
44

.
.
.
.
.

44
51
52
54
55

v

3.4
3.5

Model validation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57
Proof of concept . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

4 CAT: software for automated image segmentation and cell tracking
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.2.1 Object-oriented software design . . . . . . . . . . . . . . . .
4.2.2 Implementation details . . . . . . . . . . . . . . . . . . . . .
4.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.3.1 Training image segmentation with MINER . . . . . . . . . .
4.3.2 Custom segmentation pipelines . . . . . . . . . . . . . . . .
4.3.3 Automated large-scale image segmentation and cell tracking

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

63
63
65
65
66
67
67
69
70

5 Outlook and conclusions
73
5.1 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73
5.1.1 Maximally interesting extremal regions . . . . . . . . . . . . . . . . 73
5.1.2 Probabilistic cell tracking . . . . . . . . . . . . . . . . . . . . . . . 74

vi

1 Introduction

1.1 Biological background
1.1.1 Stem cell research and regenerative medicine

Stem cells are cells that can both self-renew (i.e. divide producing more stem cells) and
di↵erentiate into more specialized cell types. They are classified according to the di↵erent
cell types they can produce: totipotent stem cells (e.g. zygotes) can produce all cell types
of an organism, pluripotent stem cells can di↵erentiate into any of the three germ layers
(endoderm, mesoderm and ectoderm), multipotent stem cells can produce all cell types
of a certain organ or tissue (e.g. all blood cells), and oligopotent cells can produce some
but not all cell types of an organ or tissue [73].
Stem cells are crucially important for adult animals: in most tissues cells die as part of
normal turnover and have to be regenerated constantly from adult stem cells. Tissues
with rapid turnover include, for example, the epithelium of the gastrointestinal tract, the
skin epidermis and the blood system (an adult human produces more than two million
new blood cells per second under homeostatic conditions [65]). Apart from that, the body
requires stem cells to repair damaged tissues, e.g. after injuries.
Because of their special capabilities, stem cells hold great potential for regenerative
medicine - a form of therapy, in which stem cells are used to restore normal functionality of damaged organs or tissues [52]. Regenerative medicine could solve the problem of
shortage of organs available for transplantation and enable new possibilities for treating
conditions such as Alzheimer’s disease, Parkinson’s disease, paraplegia and many others [47].
The formation of blood cells (hematopoiesis) has been studied extensively for decades,
because blood cells are not tightly integrated into tissues and thus easily accessible to
researchers. It can be studied in vivo using mice, and murine hematopoiesis is one of
the best understood mammalian stem cell systems [66] and serves as a model system for
studying cell fate decisions during stem cell di↵erentiation in general [58].
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Fig. 1.1 The ”classical” model of murine hematopoiesis. Only hematopoietic stem cells (HSCs)
can self-renew long term and give rise to all blood cell lineages. They di↵erentiate
into multipotent progenitors (MPPs) with limited self-renewing capabilities, which
in turn produce various types of oligopotent progenitors losing di↵erentiation potential in a step-wise manner. Recent studies show that this model has to be revised [75,80]. Image adapted from Rieger and Schroeder [66] (LMPP: lymphoid-primed
MPP, CMP: common myeloid progenitor, MEP: megakaryocyte-erythrocyte progenitor, GMP: granulocyte-macrophage progenitor, ELP: early lymphoid progenitor, CLP:
common lymphoid progenitor, MDP: monocyte-dendritic cell progenitor, CDP: common dendritic progenitor, NK: natural killer cell).

1.1.2 The hematopoietic system
Hematopoiesis depends on hematopoietic stem cells (HSCs), which mainly reside in the
bone marrow. HSCs are functionally defined by their ability to fully reconstitute the blood
system of a recipient after transplantation whose blood-forming cells had been killed e.g.
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by irradiation [58]. Until recently, it was assumed that HSCs were the only blood cells
that can both unlimitedly self-renew and produce all types of more di↵erentiated blood
cells. It was also assumed that during hematopoiesis HSCs di↵erentiated into multipotent
progenitor cells (MPPs), which would then give rise to various types of lineage-committed
precursor cells losing di↵erentiation potential in a step-wise manner. This is called the
classical model of hematopoiesis (Fig. 1.1).
Di↵erent types of blood cells can be purified from bone marrow and separated experimentally by testing for the expression of cell type specific surface molecules with methods
such as fluorescence-activated cell sorting (FACS) [60]. However, sorting cells based on
surface markers is not equivalent to in vivo assays determining functional behavior [62].
But even in functionally identified populations of HSCs, heterogeneous subpopulations
have been found [68]. Recent studies confirm this and show that the classical model of
hematopoiesis has to be revised: there is evidence that myeloid-restricted progenitors with
extensive self-renewal capabilities exist, that lymphoids mainly derive from LMPPS and
that LMPPS in turn derive from HSCs but not from MPPs - it is unclear, if MPPs even
exist [80]. In other studies, evidence was found for self-renewing macrophages [75].

1.1.3 Resolving open questions about hematopoiesis
Despite decades of research, some aspects of our current understanding of hematopoiesis
turned out to be fundamentally wrong [80]. This shows that the mechanisms controlling
cell fate decisions during hematopoiesis are still poorly understood, especially on the
molecular level. A better understanding would be important for regenerative medicine and
might help to develop treatments for blood related diseases like anemia and leukemia [22,
39].
But there are a lot of unresolved questions: it is not clear how the niche where HSCs reside
in vivo controls the fates of HSCs on the molecular level, and intra-cellular pathways and
transcription factor networks involved in lineage commitment are largely unknown. It is
not possible to reliably maintain or expand HSCs ex vivo [66]. This underlines the need
to further research molecular pathways controlling hematopoiesis.
Experiments to quantify molecular species of interest in stem cell populations may be
divided into three categories depending on the kind of data they generate: snapshot
data of population averages can be generated e.g. by microarray or western blot assays;
snapshot data with single cell resolution can be generated e.g. by single cell PCR or
flow-cytometry assays; time resolved data with single cell resolution can be generated by
continuous single cell imaging.
Snapshot data can give valuable insights into stem cell di↵erentiation [53], even when
it is based on population averages [26]. But mammalian stem cell populations are heterogeneous on the molecular level because of non-synchronous cell-cycle progression and
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Fig. 1.2 Researching heterogeneous stem cell populations requires continuous observation with
single-cell resolution. (a) Snapshot data derived from population averages can lead
to wrong and ambiguous conclusions about the state of individual cells. (b,c) Even
with single-cell resolution, snapshot data does not allow unambiguous interpretations
of cellular (b) and molecular (c) behavior. Image from Schroeder [69].

di↵erentiation, and even in functionally homogeneous populations of stem cells intrinsic
variation of key regulatory molecules has been found [12]. Thus, stem cell populations
cannot be assumed to be homogeneous on the molecular level - even after sorting with
flow-cytometry technologies - and should ideally be observed continuously with single-cell
resolution (Fig. 1.2).

1.1.4 Automated quantitative long term single cell imaging
Single cell imaging has become an indispensable tool for researching stem cell behavior on
the molecular level [24,32,40,59,64]. To make long term imaging for up to weeks possible,
cells have to be kept happy - i.e. it has to be ensured that cells are cultured under
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correct conditions and not exposed to too much stress as this would alter cell behavior
and ultimately cause cell death.

Fig. 1.3 Automated quantitative single cell imaging. (a) Images for cell tracking are acquired
with brightfield microscopy at sufficiently high temporal resolution. Automatic segmentation and cell tracking generate lineage trees with reliable confidence information
helping the user to inspect results when necessary (illustrated by red question marks).
But current segmentation and cell tracking methods only work reliably on fluorescence microscopy images - therefore, I developed new robust and efficient algorithms
for brightfield microscopy images in this work. (b) Fluorescence images for molecular
quantification are acquired less frequently to minimize photo toxicity and normalized to
eliminate e↵ects of uneven illumination and photobleaching [70–72]. (c) Fluorescence
signals are quantified and combined with lineage information to measure molecular
dynamics in individual di↵erentiating stem cells. Statistical analyses and modeling
techniques answer biological questions and generate hypotheses that can be tested in
further experiments.
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In imaging experiments, a main source for stress is photo-toxicity, mostly resulting from
excitation lights required in fluorescence imaging. To minimize this, less photo-toxic
transmitted light imaging methods (e.g. brightfield, phase-contrast or di↵erential contrast
microscopy) should be used to acquire images for cell tracking at sufficiently high temporal
resolution, and fluorescence images should only be acquired infrequently for quantifying
molecular signals [74].
However, images acquired through transmitted light microscopy typically exhibit much
lower contrast than fluorescence images, thus making automated image segmentation (i.e.
the detection of cells and other objects of interest) extremely difficult.
The large data volumes generated in single cell imaging experiments (up to more than a
million images per experiment) require robust and efficient computational tools for further
analysis [69]. Ideally, image segmentation and cell tracking should be fully automatic requiring minimal user interaction only to inspect and, if necessary, correct results (Fig. 1.3).
But segmentation is a challenging task in brightfield, phase-contrast and di↵erential contrast images because of low contrast, noise and cell intensity levels that do not di↵er
homogeneously from the background [50].
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1.2 Published methods for data analysis in quantitative
single cell imaging
1.2.1 Cell segmentation methods
A variety of methodical approaches for image segmentation and cell tracking exists [49,51],
but to the knowledge of the author no published method is optimal for automated data
analysis in quantitative large scale imaging experiments focusing on hematopoiesis.
Intensity thresholding is one of the simplest segmentation methods and has been widely
used [4, 19, 21] as it is fast and easy to use: it involves only one parameter that can be
derived automatically from the intensity histogram [61]. But thresholding performs badly
when applied on images with uneven illumination, low contrast or if cells are not well
separated.
More advanced methods are based on fitting predetermined intensity profiles or templates
(e.g. histograms of oriented gradients [17] or more advanced descriptors [5, 43]) to the
image data. Profiles specifically designed for the problem of cell image segmentation have
been used successfully [36, 82], but these methods are not robust against variations in
illumination or deformations of cells and thus limited to few cell types and homogeneous
image data [51]. Furthermore, they usually only extract positions of cells but not exact shapes, making them useless for cell tracking methods that take into account cell
morphologies.
A di↵erent approach for image segmentation is the so-called watershed transform [77]. The
idea of this method is to interpret pixel intensities as heights and flooding the resulting
image relief with water beginning at local intensity minima forming catchment basins (the
same principle is applied on the gradient image in other variations). When two sources
of water meet, the barrier between them becomes a delimiting contour between the two
regions corresponding to the catchment basins.
A problem of watershed transform is that is is sensible to noise and has a strong tendency
to produce oversegmentation (i.e. erroneous splitting of cells) [27], therefore requiring
postprocessing steps to merge regions. With di↵erent pre- and postprocessing strategies,
watershed transform has been used successfully for cell segmentation [9,42,45,78,81]. But
choosing optimal pre- and postprocessing steps for a given set of images and tuning their
parameters is difficult for non-expert users.
A related approach for image segmentation is based on maximally stable extremal regions (MSER) [48]. Like watershed transform, MSER can best be understood by the
analogy of interpreting pixel intensities as heights and flooding the resulting relief with
water beginning at local minima. But unlike watershed transform, MSER extracts regions
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whose growth rate has a local minimum during flooding, thus returning a tree of nested
regions.
MSER has been used successfully for detection of cells in combination with di↵erent
pre- and postprocessing steps [3, 9, 30]. The drawback of this approach is that cells are
not necessarily maximally stable, especially in brightfield, phase-contrast and di↵erential
contrast microscopy.
Finally, it has become increasingly popular to use segmentation methods based on deformable models (e.g. active contours or snakes [38]) that iteratively try to fit an energy
function to the image data taking into account gradient information and prior knowledge
about cell shapes [51]. Such methods are widely used [20, 54, 63, 83], but they usually
depend on fine tuning of many parameters - an impossible task for users without expert
knowledge about the underlying algorithms - and are computationally expensive hampering large scale experiments.

1.2.2 Cell tracking methods
For cell tracking, a common approach is to associate each cell in one frame to the most
similar cell in the next frame based on spatial distances and other features like size and
intensity. Some approaches use the found positions in one frame to initialize segmentation
in the next frame [49] or employ models of cell motion (e.g. the Kalman filter [37]) to
predict positions of cells in the next frame [30, 41, 81].
But automated segmentation is never perfect, and frame-to-frame tracking of a cell is
already prone to error when segmenting that cell fails in a single frame. The best solution
to better handle sporadic segmentation errors would be to optimize tracking globally
not only spatially but also in the temporal dimension e.g. by using multiple-hypotheses
tracking [6] taking into account split and merge events, but this is computationally too
expensive to track thousands of cells in up to a million images.
An elegant solution to this dilemma is to use a simple but robust method to generate
small but mostly correct lineage tree fragments on a frame-to-frame basis, which are
then linked together using global optimization in both spatial and temporal dimensions.
However, current methods using this approach have been designed for particle tracking [34]
and mainly rely on spatial distances for fragment linking ignoring e.g. morphological
features. But it has been shown that including cellular morphologies can greatly improve
cell tracking [2].
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1.2.3 Tools for image segmentation and cell tracking
In general, software for bioimaging should be interoperable, robust and intuitive to use
(including usage instructions for non-expert users), and code should be modular, well
documented and extensible. But many currently available tools fail at these requirements [11, 15].
Apart from that, software for automated segmentation and cell tracking in quantitative
long term single cell imaging must meet special criteria: powerful graphical user interfaces
allowing efficient correction and inspection of results are mandatory; di↵erent imaging
channels and multiple fields of view that are possibly overlapping must be supported;
processing large amounts of data must be possible, therefore software must never try to
load all images of an experiment at once into memory.
Over 35 tools for cell tracking are available [49], but to my knowledge no published tool
fully meets these requirements. Therefore, I have previously developed software according
to these criteria [30] that provides a powerful GUI, but uses existing approaches on the
algorithmic level (MSER [48] based segmentation and Kalman [37] filter based tracking).
This tool is routinely used for processing fluorescence images speeding up work by a factor
of ten compared to manual tracking according to users.
But segmentation and tracking do not work that well on brightfield, phase-contrast or
di↵erential contrast images. Therefore, the program is not routinely used in these experiments as according to users it only improves accuracy (but not speed) compared to
manual tracking - for that reason improvements on the algorithmic level are required.
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1.3 Overview of this thesis
This thesis consists of five chapters. In chapter 2, I describe maximally interesting extremal
regions (MINER), a novel segmentation method based on machine learning to extract
the exact shapes of blood cells from brightfield microscopy images. Evaluation against
related methods shows that MINER is both more accurate and faster on images that
were generated with optimized image acquisition settings (precise instructions for image
acquisition are included). The algorithm requires no manual specification of parameters:
labeling a few cells for training is sufficient.
In chapter 3, I describe a new cell tracking algorithm based on two steps: first, a simple
but robust nearest-neighbor tracking approach, which works on a frame-to-frame basis
with forward-backward validation, generates short but nearly always correct fragments
of cell lineage trees; then, a probabilistic model connects the fragments using cellular
morphologies to generate complete pedigrees. It takes into account not only di↵erent
scaling and correlation structure of the used features, but also weighs them with respect
to their informative value for cell tracking - i.e. how well each feature separates di↵erent
cells. Importantly, the parameters of the probabilistic model are learned automatically
from the previously generated tree fragments, so no manually tracked data for training is
required, and probabilities serve as reliable confidence information for the user.
In chapter 4, I describe an easy-to-use software implementing MINER and the probabilistic
model for cell tracking that fully integrates with existing tools to inspect and correct
results [30]. It allows convenient labeling of cells to train the MINER algorithm, including
a live preview of segmentation results. This combination of novel algorithms and easyto-use software enables users without expert knowledge to reliably segment images and
track cells without having to specify a single parameter - all they need to do is label a
few cells in their images.
In the last chapter, I summarize results and discuss future developments of the presented
methods.
All experimental data used in this thesis has been generated by the Cell Systems Dynamics
Group of Timm Schroeder (www.silva.bsse.ethz.ch/csd), which is a close collaborator.
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2 MINER: maximally interesting
extremal regions
To minimize photo-toxicity in single cell imaging experiments, fluorescence microscopy
should be avoided for frequent acquisition of images. But especially in experiments focusing on hematopoiesis, images for cell tracking must be acquired frequently as most types
of blood cells are highly motile. In this work, I therefore focus on automated segmentation
of brightfield microscopy images of blood cells.
Segmenting brightfield images is especially difficult due to low contrast, uneven illumination, good visibility of debris, artifacts and highly variable appearance of cells. But I show
that maximally interesting extremal regions (MINER) can efficiently segment brightfield
images of blood cells yielding highly accurate results, given that optimized settings have
been used for image acquisition.

2.1 Optimized brightfield image acquisition
We have previously quantified the accuracy of automated segmentation results for a set
of brightfield images that had been obtained with di↵erent acquisition settings [23]. This
has lead to two main recommendations regarding image acquisition: we found that the
typically used lowest possible value for the numerical aperture (which is 0.09 in the used
Zeiss microscope) of the iris diaphragm of the microscope’s condenser (NA-value) is disadvantageous, and we found that images should be acquired out-of-focus using a negative
relative Z-level. This results in images with homogeneous bright cells on dark background (Fig. 2.1).
We also found that it is difficult to determine concrete values for the relative Z-value to
be used for optimal out-of-focus image acquisition as this depends on the used hardware
components of the microscope setup. Therefore, we recommend to optimize the used
Z-level based on provided example images of cells acquired with optimal settings.
Acquiring images according to our recommendations leads to better contrast of cells, fewer
artifacts, reduced visibility of debris and more homogeneous appearance of cells than usual
in brightfield microscopy. This is a mandatory prerequisite to enable segmentation with
MINER.
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Fig. 2.1 We have previously optimized brightfield image acquisition with regard to automated
image segmentation [23]. (a) The commonly used lowest possible value for the numerical aperture of the microscope’s condenser iris diaphragm produces images with high
contrast, but is hindering automatic segmentation as it also leads to artifacts in the
background, stronger variations in illumination and good visibility of debris (top). We
therefore recommend to use higher values like 0.25 (bottom). (b) Images must not be
acquired perfectly in focus (top) as this causes low contrast and makes cells appear as
regions that are not uniformly brighter or darker than the background thus making
segmentation with methods based on extremal regions impossible without complicated
image preprocessing. Acquiring images out-of-focus (bottom) on the other hand makes
cells look more homogeneous with mostly clearly visible borders.

There are, of course, a lot of other parameters for image acquisition (e.g. light exposure
time, light source voltage, gain value) and variations in the used hardware (e.g. filter
cubes and objectives). But we found that most other parameters mainly influence the
brightness of the acquired images and have no or little impact on the appearance of cells,
debris and artifacts. Hardware components on the other hand cannot be exchanged so
easily as, for example, filter-cubes must match the excitation and emission spectra of used
fluorescence markers.
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2.2 Definition of maximally interesting extremal regions
To define maximally interesting extremal regions (MINER), it is first necessary to introduce some basic concepts.

2.2.1 Basic concepts
A 2D-grayscale image can be defined as a mapping I : D ⇢ Z2 ! S, where D is the
image domain and S is the range of possible graylevels. Usually S = {0, 1, ..., 255} for
8-bit grayscale images and S = {0, 1, ..., 65535} for 16-bit grayscale images.

Fig. 2.2 Definition of neighborhood used by MINER. (a) For 2D-images, there are two commonly used definitions of neighborhood: 4-connectivity means that a pixel has 4 neighboring pixels (top) and 8-connectivity means that a pixel has 8 neighboring pixels (bottom). (b) MINER is based on extremal regions (Fig. 2.3) and therefore always uses
4-connectivity to maximize the ability to recognize di↵erent cells (blue and red) as
distinct objects.

In addition, there are two widely used definitions of neighborhood for 2D-images which
defines when two pixels are neighboring (or adjacent): 4-connectivity specifies that each
pixel is adjacent to four other pixels and 8-connectivity specifies that each pixel is adjacent
to eight other pixels (Fig. 2.2).
Formally, connectivity defines an adjacency relation A ⇢ D ⇥ D. Two pixels p and q are
adjacent to each other if and only if (p, q) 2 A, which can also be written as pAq.
With this, connected components, extremal regions and component trees can be defined
(Fig. 2.3). A connected component Q ✓ D is a set of pixels fulfilling that for each pair of
pixels p, q 2 Q a path of neighboring pixels exists in Q that connects p and q (i.e. there
is a set of pixels {a0 , .., an } ⇢ Q with pAa0 , ai Aai+1 , an Aq, for i = 1, ..., n 1).
An extremal region Q ✓ D is a connected component with maximal size that contains
only pixels whose intensity values are lower or equal to some threshold t:
8p 2 Q | I(p)  t ^ 8 p 2 D \ Q | ((9q 2 Q | pAq) ) I(p) > t)

(2.1)
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Fig. 2.3 Definition of connected components, extremal regions [48] and component trees [56].
A connected component is a set of pixels satisfying the condition that between each
pair of pixels a path of neighboring pixels connecting the two pixels exists in the set.
An extremal region is a connected component with maximal size with pixels whose
intensities are below some threshold (see text for formal definitions). (a) A 1D-image
with six extremal regions (A-F). Every extremal region can contain one or more other
extremal regions (e.g. extremal region C contains D and E) that are always smaller
and completely contained in their parent extremal region. Therefore, every grayscale
image can be represented by a directed tree (the so-called component tree), where each
node corresponds to one extremal region (right). The top node corresponds to extremal
region A containing all pixels and all extremal regions of the image. (b) A 2D-image
with five extremal regions (A-D). Again, extremal region A contains all pixels of the
image and is the top node of the corresponding component tree (right). Note that
extremal regions C and D are only distinct extremal regions, because 4-connectivity
is used in the example. It follows from the definition of extremal regions that two
distinct extremal regions can never be direct neighbors (i.e. there cannot be a pixel in
the first extremal region that is adjacent to a pixel in the second extremal region).

Where \ denotes the set di↵erence, which is defined as A \ B := {x | x 2 A ^ x 2
/ B} for
two arbitrary sets A and B. The first part of definition 2.1 means that all pixels intensity
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values in Q are lower or equal to t, and the second part means that all intensity values of
pixels that are adjacent to Q are greater than t.
From definition (2.1) it follows that two distinct extremal regions Q1 and Q2 can never
be direct neighbors:
Q1 \ Q2 = ; ) 8 p 2 Q1 , q 2 Q2 | ¬pAq

(2.2)

An extremal region Q ✓ D can be specified by a so-called seed pixel, i.e. any pixel p 2 Q
with I(p) = max ({I(q) | q 2 Q}). Q is the set of all pixels that can be reached from p
without exceeding the pixel intensity I(p).
Concept

Definition

2D-grayscale image

A mapping: I : D ⇢ Z2 ! S,
where usually S = {0, 1, ..., 255} or S = {0, 1, ..., 65535}

Neighborhood

A symmetric adjacency relation: A ⇢ D ⇥ D
Two pixels p, q 2 D are adjacent if and only if (p, q) 2 A,
which can also be written as pAq.

Connected component A set of pixels Q ✓ D fulfilling that:
8 p, q 2 Q | (p 6= q ) 9{a0 , ..., an } ⇢ Q | pAa0 , ai Aai+1 , an Aq)
Extremal region

A connected component Qt ✓ D fulfilling that:
8p 2 Qt | I(p)  t ^ 8p 2 D\Qt | ((9q 2 Qt | pAq) ) I(p) > t)
Where \ denotes the set di↵erence:
A \ B := {x 2 A | x 2
/ B} for two arbitrary sets A and B.

Seed pixel

For any extremal region Q, a pixel p 2 Q with:
I(p) = max ({I(q) | q 2 Q}).
A seed pixel is sufficient to fully specify an extremal region.

Component tree

The directed tree representation of a grayscale image where
each node corresponds to an extremal region and a directed
edge from the node corresponding to extremal region A to the
node corresponding to extremal region B exists if and only if
B is a true subset of A (i.e. B ⇢ A) and no other extremal
region exists that contains B and also is a true subset of A.

Table 2.1 Definitions of basic concepts required to define maximally interesting extremal regions.
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The set of all extremal regions in an image can be used to define the so-called component
tree [56]: the component tree is a directed tree representation of a grayscale image where
each node corresponds to an extremal region and a directed edge from the node corresponding to extremal region A to the node corresponding to extremal region B exists if
and only if B is a true subset of A and no other extremal region exists that contains B
and also is a true subset of A.
An overview of all basic concepts required to define maximally interesting extremal regions
and their definitions is given in table 2.1.

2.2.2 Maximally interesting extremal regions
The aim is to extract extremal regions from an image that are most interesting, i.e. most
likely to be cells. To model the probability that an extremal region Q is a cell, the features
size, heterogeneity, average intensity and eccentricity are extracted from it (Table 2.2).
Feature

Definition

Size

The number of pixels in the extremal region.

Avg. Intensity

The average intensity of all pixels in the extremal region.

Heterogeneity

The sample standard deviation of the intensities of all pixels in the
extremal region.

Eccentricity

The ratio of the distance between the two foci and the major axis
length of an ellipse with the same second order moments as the extremal region. Eccentricity is always between 0 (circle) and 1 (line
segment).

Table 2.2 Features extracted from each extremal region Q to predict the probability that Q is
a cell (see text for formal definitions of heterogeneity and eccentricity).

The heterogeneity of an extremal region Q is defined as the sample standard deviation of
the pixel intensities of Q:

heterogeneity(Q) =

16
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X
1
[I(x)
|Q| 1 x2Q

E [I(x)]]2

(2.3)
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Fig. 2.4 Definition of maximally interesting extremal regions (MINER). (a) First, in a training step the user defines what interesting means by selecting one or more training
images and roughly marking a few cells (red) as well as background regions (blue).
Extremal regions best fitting to the markings are then extracted from the images (red
and blue outlines) - note that the extracted outlines of cells are more accurate than
the corresponding user markings. From each extracted extremal region, four features
(Table 2.2) are extracted to generate positive (i.e. corresponding to single cells) and
negative (i.e. corresponding to background or multiple cells) samples, which are used
to train a support vector machine (SVM) with a Gaussian kernel [10]. (b) To extract
the set of MINER from an image, a feature vector is extracted from each extremal
region contained in the image (FA to FE ). The previously trained SVM is then used
to predict the probability for each extremal region that it corresponds to a cell (PA to
PE ). Extremal regions classified as not being cells (i.e. whose probability is below 0.5)
are discarded (A and B). Let ✓ denote the set of all combinations of non-overlapping
extremal regions that were not discarded: the set of MINER in the image is defined
as a set of non-overlapping extremal regions with maximal sum of probabilities. Note
that MINER can be calculated more efficiently than by enumerating all sets of nonoverlapping extremal regions (Fig. 2.5).
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The eccentricity of an extremal region Q is defined as the ratio of the distance between
the two foci and the major axis length of an ellipse with the same second order moments
as Q. The major axis length m and the minor axis length n of such an ellipse are equal
to the major and minor eigenvalue (respectively) of the sample covariance matrix of the
x- and y-coordinates of all pixels in Q. The eccentricity can then be calculated as follows:

eccentricity(Q) =

p

m2 n2
m

(2.4)

This set of features is used, because they can be calculated efficiently (Section 2.3.2) and
I found by manual inspection that they are helpful to separate cells from background
or debris. However, it might be possible to further improve MINER by using other or
additional features (Section 5.1.1).
I use a support vector machine (SVM) with a Gaussian kernel [10] to model the probability PQ that Q is a cell based on the features extracted from Q. To obtain class
probabilities from the SVM, additional techniques for probability estimation are required:
LIBSVM [13], for example, uses probability estimation techniques described in [79].
The SVM is first trained based on user markings in a set of sample images. After training,
the SVM can be used to predict the probability PQ that Q is a cell (Fig. 2.4).
To define maximally interesting extremal regions, let ⌦(I) denote the set of all extremal
regions contained in an image I and let ⇥(I) denote the set of all extremal regions
contained in I that have been predicted by the SVM to be cells:
⇥(I) = {Q | Q 2 ⌦(I) ^ PQ

0.5}

(2.5)

Let ✓(I) denote the set of all combinations of non-overlapping (i.e. non-nested) extremal
regions in I that have been predicted to be cells:
✓(I) = {X | X ✓ ⇥(I) ^ (8Qi , Qj 2 X | Qi 6= Qj ) Qi \ Qj = ;)}

(2.6)

The set MINER(I) of maximally interesting extremal regions for an image I is then
defined as a set of non-overlapping extremal regions with maximal sum of predicted cell
probabilities:
MINER(I) = argmax

X

PQ

(2.7)

X2✓(I) Q2X

Note that the probabilities PQ are interpreted as scores and summed up in equation 2.7:
if probabilities were multiplied, the result would be the single extremal region with the
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highest probability, because adding any additional extremal region Q with PQ < 1 would
decrease the product of probabilities. To avoid this, it would be necessary to also include
the probability that an extremal region is not a cell, but then a globally optimal solution could not be computed anymore with the efficient algorithm described in the next
Section (2.3).
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2.3 Computing maximally interesting extremal regions
2.3.1 Computation in quasi-linear time
Although the number of possible combinations of all extremal regions in an image I is
exponential (there are 2n possible combinations of n extremal regions), the set MINER(I)
of maximally interesting extremal regions in I can be calculated efficiently with component
trees.
TreeNode.Children

The set of child nodes of component tree node TreeNode.

TreeNode.ExtremalRegion

The extremal region associated with component tree node
TreeNode.

ExtractFeatures(Q)

The set of features (Table 2.2) of extremal region Q.

SVM.PredictProb(F )

The probability predicted by SVM that an extremal region
with features F is a cell.

Table 2.3 Definition of expressions used in algorithm 1.

Algorithm 1 Recursive calculation of MINER from a precomputed component tree T
and a trained support vector machine SVM:
[MINER, SumScores] = GetMinersRec(T.RootNode)
1: procedure [Miners, SumScores] = GetMinersRec(TreeNode)
2:
AllChildMiners := ;
3:
AllChildMinerScores := 0
4:
for all ChildNode 2 TreeNode.Children do
5:
[ChildMiners, ChildMinerScores] := GetMinersRec(ChildNode)
6:
AllChildMiners [= ChildMiners
7:
AllChildMinerScores += ChildMinerScores
8:
end for
9:
Q := TreeNode.ExtremalRegion
10:
FQ := ExtractFeatures(Q)
11:
PQ := SVM.PredictProb(FQ )
12:
if PQ 0.5 ^ PQ > AllChildMinerScores then
13:
return [Q, PQ ]
14:
else
15:
return [AllChildMiners, AllChildMinerScores]
16:
end if
17: end procedure
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The pseudo-code to recursively calculate the set of MINER in an image I given a component tree for I and a trained support vector machine is shown in algorithm 1. Expressions
used in the code are defined in table 2.3.
This basic algorithm is sufficient to calculate the set of MINER for any image. This can
be proven by induction:
• Definitions:
I use analogous definitions of ⌦, ⇥ and ✓ as before, but here X ✓ D denotes an
arbitrary set of pixels (remember that D ⇢ Z2 is the image domain), which can
be an extremal region or not, whereas Q is always the extremal region associated
with the current component (see line 9 of algorithm 1), and Q̂ denotes an arbitrary
extremal region:
– ⌦(X) is the set of all extremal regions contained in X:
⌦(X) = {Q̂ | Q̂ ✓ X ^ Q̂ is an extremal region}

(2.8)

Note that X 2 ⌦(X) if and only if X itself is an extremal region.
– ⇥(X) ✓ ⌦(X) is the set of all extremal regions contained in X that have been
predicted by the SVM to be cells:
⇥(X) = {Q̂ | Q̂ 2 ⌦(X) ^ PQ̂

0.5}

(2.9)

– ✓(X) is the set of all combinations of non-overlapping (i.e. non-nested) extremal regions contained in X that have been predicted by the SVM to be
cells:
⇣
⌘
✓(X) = {X | X ✓ ⇥(X) ^ 8Q̂i , Q̂j 2 X | Q̂i 6= Q̂j ) Q̂i \ Q̂j = ; } (2.10)
– MINER(X) 2 ✓(X) is the set of maximally interesting extremal regions contained in X:
X
MINER(X) = argmax
PQ̂
(2.11)
X̂2✓(X)

Q̂2X̂

I also use the variable names defined in lines 2, 3, 10 and 11 of algorithm 1.
• Base case:
I first show that GetMinersRec(TreeNode) returns the correct set of MINER for a
node of the component tree with no child nodes, i.e. given that:
TreeNode.Children = ;

(2.12)
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It holds that:

TreeNode.Children = ;
) ⌦(Q) = {Q}
Case 1: PQ 0.5
) ⇥(Q) = {Q}
) MINER(Q) = {Q}
Case 2: PQ < 0.5
) ⇥(Q) = ;
) MINER(Q) = ;
(
{Q} if PQ 0.5
) MINER(Q) =
;
if PQ < 0.5

(2.13)

In (2.13) I show that since Q has no nested extremal regions, there is only one
combination of non-overlapping extremal regions that are nested in Q, and that is
the set only containing {Q}. From the definition of MINER (2.7) it thus follows
that the set MINER(Q) is {Q} if and only if PQ 0.5 and ; otherwise.
It also holds that:

TreeNode.Children = ; (in line 8)
) For loop (line 4 to 8) not executed
) AllChildMinerScores = 0 in line 12

(2.14)

From (2.14) and line 12 it follows that:

GetMinersRec(TreeNode) =

(

[{Q}, PQ ] if PQ 0.5
[;, 0]
if PQ < 0.5

(2.15)

From (2.13) and (2.15) it follows that GetMinersRec(TreeNode) is correct given that
TreeNode.Children = ;.
• Induction step:
Now I proof that GetMinersRec(TreeNode) returns the correct set of MINER for
a node with at least one child node, but I assume that the recursive call in line 5
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returns the correct set of MINER and the corresponding sum of cell probabilities
for each child node (induction hypothesis):
Let denote the union of the pixels in all extremal regions that correspond to child
nodes of TreeNode:
[

=

C.ExtremalRegion

(2.16)

C2TreeNode.Children

Note that from the definition of the component tree it follows that
of Q (i.e. ⇢ Q).

is a true subset

Let ⇤ denote the union of the MINER contained in all extremal regions that correspond to child nodes of TreeNode:
[

⇤=

MINER(C.ExtremalRegion)

(2.17)

C2TreeNode.Children

It holds that:

8 Ci , Cj 2 TreeNode.Children |
Ci 6= Cj ) Ci .ExtremalRegion \ Cj .ExtremalRegion = ;
) 8 Q̂i , Q̂j 2 ⇤ | Q̂i 6= Q̂j ) Q̂i \ Q̂j = ;
X
) ⇤ = argmax
PQ̂
X̂2✓( )

(2.18)
(2.19)

Q̂2X̂

So since the extremal regions corresponding to the child nodes of TreeNode do not
overlap, all extremal regions in ⇤ do not overlap (2.18) either (i.e. ⇤ 2 ✓( )). Since
⇤ is the union of all sets of MINER contained in ⌦( ), it thus follows that there is
no other combination of non-overlapping extremal regions in with a higher sum
of probabilities than ⇤ (2.19).
It also holds that:
8 Q̂ 2 ⌦( ) | Q̂ ⇢ Q

(2.20)

So every extremal region contained in (and thus every extremal region contained in
⇤) overlaps with Q, so there is no combination of non-overlapping extremal regions
containing both Q and any extremal region in ⌦( ).
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From the definition of MINER (2.7) and (2.18), (2.19) and (2.20) it follows that
there are three possibilities for the set MINER(Q):
8
>
if 8 Q̂ 2 ⌦(Q) | PQ̂ < 0.5
<;
P
MINER(Q) = ⇤
if PQ < Q̂2⇤ PQ̂
>
P
:
{Q} if PQ 0.5 ^ PQ
Q̂2⇤ PQ̂

(2.21)

From the induction hypothesis and line 12 it follows that:

8
>
if PQ < 0.5 ^ ⇤ = ;
<[;, 0]
P
P
GetMinersRec(TreeNode) = [⇤, Q̂2⇤ PQ̂ ] if PQ < Q̂2⇤ PQ̂
>
P
:
[{Q}, PQ ]
if PQ 0.5 ^ PQ
Q̂2⇤ PQ̂
(2.22)
From (2.21) and (2.22) it follows that GetMinersRec() correctly calculates the set
of MINER contained in an extremal region Q if the MINER in all nested extremal
regions (excluding Q) are known. Together with the base case this proves the
correctness of algorithm 1 as it first evaluates the leaf-nodes of the component tree
which have by definition no children (depth-first search).
The component tree of any grayscale image can be calculated in quasi-linear time (i.e.
in O(nlog(n)), where n is the number of pixels in the image) [56]. Therefore, the set of
MINER in an image can also be calculated in quasi-linear time as algorithm 1 is linear in
the number of nodes of the component tree.

2.3.2 Computation in true linear time
I have shown that the set of MINER can be calculated in quasi-linear time, but there is
an even faster way: D. Nistér et al. [57] have proposed a linear time (O(n), where n is the
number of pixels in the image) algorithm to calculate maximally stable extremal regions
(MSER) [48], which can be adapted for MINER.
Like algorithm 1, the method by D. Nistér et al. processes all nodes of the component
tree in a depth-first search order (starting at a random node). But the main advantage
of their approach is that the component tree never needs to be fully computed (see [57]
for implementation details and runtime analysis).
The principle of the algorithm can best be explained by a physical analogy: pixel intensities are interpreted as heights and the resulting image relief is flooded with water
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Fig. 2.5 The linear time MINER algorithm calculates the set of MINER contained in each extremal region, beginning at extremal regions corresponding to leaf-nodes of the component tree. The underlying idea can best be explained with a physical analogy:
(a) pixel intensities are interpreted as heights and the resulting image relief is flooded
with water starting at a random point. Water flows downwards until a local minimum
is reached. (b) Water accumulates and fills the basin corresponding to the local minimum - now the algorithm knows all pixels of extremal region D and can calculate the
probability PD that D is a cell. Assume that PD
0.5, so the set of MINER contained in D is {D}. (c) After passing a local maximum, water has flown downwards
again to extremal regions E and F. Again, PE and PF are calculated. Assume that
PE
0.5 ^ PE
PF , so that {E} is the set of MINER contained in extremal region
E. (d) Extremal region C has been reached. The probability PC is compared with the
sum PD + PE of the cell probabilities of MINER contained in smaller nested extremal
regions. If PC
PD + PE , the set of MINER contained in C is {C} and {D, E}
otherwise. The algorithm continues in this way until the extremal region containing
the whole image has been reached (method adapted from the linear time MSER [48]
algorithm proposed in [57]).

beginning at an arbitrary point (Fig. 2.5). As the water flows downwards to a local minimum, the algorithm follows the corresponding path in the component tree beginning at
a random node and ending at a leaf node.
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After a minimum has been reached, water begins to accumulate filling the basin corresponding to the leaf-node of the component tree. As water flows upwards, the algorithm
again follows the path in the component tree, but this time upwards until a node is reached
with more than one child: if the node has a child that has not been visited yet (i.e. if the
corresponding basin has not been filled yet), the water flows downwards again.
Always when the algorithm follows a path of the component tree in upward direction, the
extremal regions corresponding to the components in the path are fully known including
the MINER from all smaller nested extremal regions. So at this point, the probability PQ
that an extremal region Q is a cell can be calculated and compared to the sum of probabilities of all sets of MINER contained in smaller nested extremal regions (analogously
to lines 12 to 16 of algorithm 1).
The algorithm never fully constructs the component tree but only one path in it. Since
each node of the component tree corresponds to an extremal region which only contains
pixels below some threshold, the depth of the component tree (and thus the length of the
path computed by the algorithm) is limited by the number of graylevels in the image.
Therefore, the algorithm consumes very little memory compared to an algorithm that
works on the complete component tree. This leads to better CPU cache-locality [28] and
thus results in an enormous improvement of practical runtime behavior compared to the
quasi-linear time algorithm (see [57] for details).
I adapted this algorithm to calculate the set of MINER in linear time. For that purpose,
the following changes to the implementation described in [57] were made:
• Information associated with each component:
– Since the features extracted from extremal regions (Table 2.2) do not contain
information about growth-rates [48], no history of seed pixels and sizes of nested
extremal regions needs to be stored.
– Since the set of MINER to be found is not known before all pixels have been
processed, a list of seed pixels for the MINER contained in the extremal region
corresponding to the component needs to be stored.
– The sum of the probabilities of the set of nested MINER needs to be stored to
enable comparison with the cell probability of the associated extremal region
(analogously to line 12 of algorithm 1).
– Finally, to enable efficient calculation of features of the extremal region associated with the component, so-called sufficient statistics S = {s0 , s1 , ..., s7 }
(equation 2.23) are stored in the component and updated every time a new
pixel is added to it.
• Merging of two components:
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– Since no history of seed pixels and sizes of nested extremal regions is stored in a
component, it is not necessary to merge these when merging two components.
– The sums of the probabilities of the set of nested MINER are added together
and the corresponding lists of seed pixels are merged (analogously to lines 4 to
8 of algorithm 1).
– Accordingly, the sufficient statistics (equation 2.23) are added together.
• Investigation of an extremal region in processStack() function:
– When investigating an extremal region, no growth-rates need to be calculated.
– Instead, the features (Table 2.2) for the associated extremal region Q are calculated based on the sufficient statistics (see text for details) and used as input
for the support vector machine to predict the probability PQ that Q is a cell.
If PQ 0.5 and if PQ is greater than the sum of the probabilities of the set of
nested MINER, the list of seed pixels for the nested MINER is replaced with
the seed pixel of Q and the corresponding sum is replaced with PQ (analogously
to lines 12 to 16 of algorithm 1).
The features extracted from an extremal region Q (Table 2.2) can be calculated efficiently
from sufficient statistics s0 to s7 :

s0 = |Q|, s1 =
s4 =

X
x2Q

X

I(x), s2 =

x2Q

x y , s5 =

X

X

(I(x))2 , s3 =

x2Q

2

x x , s6 =

x2Q

X

X

xx ,

x2Q

2

x y , s7 =

x2Q

X

xx xy

(2.23)

x2Q

Sufficient statistics enable calculation of features of the extremal region corresponding to
a component without having to store a list of pixels in each component. Therefore, the
amount of memory required for each component is constant (apart from the list of MINER
seed pixels that is very small in most cases), which is very important for performance.
From the sufficient statistics, the features can be calculated as follows:

Size = s0
s1
Avg. Intensity =
s0
Heterogeneity =

(2.24)
(2.25)
1

s0

1

✓

s2

s1 2
s0

◆

(2.26)
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◆
s3 2
cov(X, X) =
s5
s0 1
s0
✓
◆
1
s3 s4
cov(X, Y ) =
s7
s0 1
s0
✓
◆
1
s4 2
cov(Y, Y ) =
s6
s0 1
s0
m = MajorEigenvalue(cov)
n = MinorEigenvalue(cov)
p
m2 n2
Eccentricity =
m
1

✓

(2.27)

The formula for the calculation of the sample variance used in equations (2.26) and (2.27)
can lead to wrong results in computer implementations if numerical instabilities cause
so-called catastrophic cancellation [16] (i.e. substantially wrong results when subtracting
two nearly equal numbers that are very large).
But in practical tests using 8-bit grayscale images with about 1.5 million pixels I observed
no such e↵ects when using 64-bit double-precision for storing sufficient statistics. However,
this has to be kept in mind when applying my algorithm on images that are substantially
larger or have a higher bit-depth.
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2.4 Model validation
I investigated the distributions of features extracted from extremal regions corresponding
to cells and background in real brightfield microscopy images to discuss model assumptions
made by MINER. For that purpose, I manually labeled cells and background regions in
images from two di↵erent experiments that illustrate typical problems for automated
image segmentation (Fig. 2.6).
Extremal regions were then extracted based on the labels to generate positive and negative
samples as described before (part (a) of Fig. 2.4). I randomly selected a subset from the
negative samples to obtain evenly sized sets for each class to make the distributions of
positive and negative samples better comparable in the plots.

Fig. 2.6 Patches from images used to visualize MINER features. I visualized (Fig. 2.7 and 2.8)
samples of the features used by MINER (Table 2.2) extracted from cells and background regions in the shown brightfield images of blood cells from two di↵erent experiments. The images were chosen as they illustrate typical problems of brightfield
images that make automated segmentation particularly challenging. (a) A steep gradient in illumination divides the image from experiment 1 into one bright (left) and
one dark half (right). (b) The image from experiment 2 is more evenly illuminated in
the middle, but there is also a notable gradient near the image border (top).

The problems making automated segmentation of these images challenging are also reflected in the distributions of the extracted features (Fig. 2.7 and 2.8). In experiment 1,
Avg. intensity has a bi-modal univariate distribution because of the steep gradient in
illumination in the middle of the images, but all other features have unimodal distributions. Notably, Size seems to be useless to separate positive from negative samples, but
Eccentricity separates them well, especially in combination with Heterogeneity.
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Fig. 2.7 Distribution of features extracted from extremal regions in image of experiment 1:
positive samples (red) correspond to single cells and negative samples (blue) correspond
to background regions or multiple cells. In most subplots, negative samples can be seen
forming line-segment shaped clusters which are a result of nested and thus very similar
extremal regions in the background. The data show that in this case the feature Size
seems to be useless to help separating positive from negative samples. Eccentricity, on
the other hand, separates the classes well, especially in combination with Heterogeneity.
Avg. intensity has a bi-modal univariate distribution which can be explained by the
gradient in illumination dividing the image into di↵erently illuminated halves (Fig. 2.6).

The situation is di↵erent in experiment 2: the univariate distributions of Avg. intensity
and Eccentricity have two peaks only in the positive case. Apart from that, all features
(including Size) seem helpful to separate positive from negative samples.
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Fig. 2.8 Distribution of features extracted from extremal regions in image of experiment 2.
As opposed to the previous example (Fig. 2.7), the univariate distributions of Avg.
intensity and Eccentricity are bivariate only in the positive case, and Heterogeneity
has a bivariate distribution only in the negative case. All features (including Size)
seem helpful to separate positive from negative samples, especially in combinations.
But the features have complex univariate distributions and correlation structure which
di↵er notably from the previous example.

In conclusion, the data show that although the cells in each experiment are not di↵erentiated and thus look very similar (Fig. 2.6), the extracted features have complexly shaped
univariate distributions as well as complex correlation structure. Therefore, a simple ap-
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proximation of the feature distribution (e.g. with a multivariate Gaussian) is not a good
solution, and separating the classes with simple machine learning methods (e.g. linearly
or with additive models like logistic regression [31]) is also unlikely to perform well. Furthermore, the distributions of features and their informative value to separate positive
and negative samples can strongly vary between di↵erent experiments.
For these reasons, I have chosen to use a support vector machine (SVM) with a Gaussian
kernel [10] for classification of regions to avoid simplifying assumptions about the distribution of features and the correlation structure between them. Data normalization and
weighting of samples are used to avoid problems caused by di↵erent scaling of individual
features and unbalanced training sets. Furthermore, the SVM is trained individually for
each experiment to account for experiments-specific variations.
In the next Section, I show that my method yields highly accurate segmentation results
and also has good practical runtime behavior despite the Gaussian kernel, which is computationally usually more expensive than e.g. a linear kernel.
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2.5 Results: fast and accurate segmentation of
brightfield images of blood cells
2.5.1 Quantitative evaluation of segmentation accuracy
I quantitatively evaluated the accuracy of segmentation results obtained with MINER for
images from previously used experiment 1 (Section 2.4). Visualization of segmentation
results for the image already shown in Figure 2.6 shows that MINER can handle strong
variations in illumination without requiring any preprocessing steps (Fig. 2.9).

Fig. 2.9 Image patch with visualization of MINER segmentation results. (a) I applied MINER
(see text for details) on the previously used image from experiment 1 (Fig. 2.6). (b) The
results demonstrate that MINER can handle strong variations in illumination without
requiring any image preprocessing steps.

Experiment 1 contains one well with 24 overlapping fields of view (=positions). The
experiment lasted for about nine days, in which each position was imaged about every
three minutes resulting in about 140.000 images. For evaluation, I selected positions 9 and
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21 because of the large spatial distance between them to test if MINER can be used for
di↵erent fields of view without requiring individual training for each position (Fig. 2.10).

Fig. 2.10 Fields of view selected for evaluation. Experiment 1 consists of one well that was
imaged with 24 overlapping fields of view (=positions). For evaluation, I marked the
exact outlines of all cells in three images from positions 9 and 21 (blue rectangles).

From each position, I selected three images that were acquired at three di↵erent time
points from a range of four and a half days to test if MINER is suitable for long term imaging experiments. To enable quantitative evaluation of segmentation accuracy, I marked
the exact outlines of all cells in each selected image resulting in a total of 749 marked
cells (Table 2.4).
I also applied three related methods for automated image segmentation on the selected
images and evaluated the accuracy of their results: OH2011, a pipeline based on maximally stable extremal regions (MSER) [48] that I used in a previously developed tool [30];
ilastik v0.5.12 [76], a general purpose segmentation tool that is like MINER also based
on machine learning, but uses random forests [8]; and FB2013, a pipeline for brightfield
images that is based on MSER and uses watershed transform for postprocessing [9].
Time point

Experiment duration

1
1500
3000

2 days and 6 hours
4 days and 12 hours

Number of cells
(position 9)
20
52
497

Number of cells
(position 21)
10
65
105

Table 2.4 Images used for evaluation. For quantitative evaluation of segmentation accuracy, I
manually marked the exact outlines of 749 cells in six images that were acquired at
three di↵erent time points.

The methods MINER, OH2011 and ilastik were tuned based on manually labeled cells
and background regions in images in the interval of time point 2501 to 2510, and FB2013
was used with standard parameters for brightfield images of blood progenitor cells.
I used two measures to quantify the accuracy of segmentation results: the normalized
sum of distances (NSD) [14] and the F-Score. The NSD quantifies the di↵erence between
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a manually labeled reference connected component QR and the corresponding connected
component Q found by a segmentation method: given a binary image R (where only the
pixels of QR are set) and a binary image S (where only the pixels of Q are set), the
distance D(i) of each pixel i to the border of the reference connected component QR is
computed. The normalized sum of distances is then defined as:

N SD(Q, QR ) =

P

[Ri 6= Si ] · D(i)
i2Q[QR D(i)

i2Q[QR

P

(2.28)

So the NSD counts wrongly segmented pixels, but puts the more weight on pixels the
further away they are from the border of the reference object. It can only take values
between 0 and 1, where 0 stands for identical results and 1 for complete disagreement.
To quantify the segmentation accuracy of an image, I calculated the NSD between each
reference cell and the segmented object sharing the most pixels with it (if a segmented
object sharing at least one pixel could be found).
The F-score, on the other hand, globally quantifies the accuracy of a segmentation method
based on a binary reference image R and a binary segmented image S using four measures:
true positives (the number of pixels set in both R and S); false positives (the number of
pixels set in S but not in R); true negatives (the number of pixels not set in both R and
S); and false negatives (the number of pixels set in R but not in S). With them, precision
and recall are calculated:

true positives
true positives + false positives
true positives
recall =
true positives + false negatives

precision =

(2.29)
(2.30)

The F-Score is then defined as the harmonic mean of precision and recall:

F-score = 2 ·

precision · recall
precision + recall

(2.31)

Like the NSD, it can only take values between 0 and 1, but in this case 0 stands for
complete disagreement and 1 for identical results.
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Fig. 2.11 Segmentation accuracy in position 9. Except for the first frame, which is not very
meaningful due to the low number of cells in it (n=20), MINER achieves slightly
better average NSD values than all other methods, but also slightly lower F-scores
compared to FB2013.

Figures 2.11 and 2.12 show the F-Scores and the average NSD (plus/minus standard
deviation) of each method in the images from position 9 and 21 respectively. The number
of cells per image is annotated in parentheses in the labels of the x-axis.
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Fig. 2.12 Segmentation accuracy in position 21. Like in position 9, MINER achieves slightly
better average NSD values than all other methods, but also slightly lower F-scores
compared to FB2013. The variation of the NSD values is lower than in position 9,
which could result from the more even illumination in this position (Fig. 2.10).
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Additionally, I counted four kinds of segmentation errors: missing-errors (the number of
reference cells for which no segmented object sharing at least one pixel could be found);
spurious-errors (the number of segmented objects for which no reference cell sharing at
least one pixel could be found); clumping-errors (the number of di↵erent reference cells
for which the same segmented object sharing the most pixels was found); and split-errors
(the number of di↵erent segmented objects for which the same reference cell sharing the
most pixels was found). Figures 2.13 and 2.14 show the results for position 9 and 21
respectively.
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Fig. 2.13 Segmentation errors in position 9. MINER has the highest rate of missing-errors in
the first fame, but this is not very meaningful due to the low number of cells in it:
30% in frame 1 correspond to only 6 cells, whereas 5% in the last frame correspond
to almost 25 cells. The rate of spurious-errors is comparable to FB2013, but both
the clumping- and split-error rates are notably lower than for any other method in
all images.

The data show that MINER and FB2013 in general achieved the highest accuracies, where
MINER had slightly better NSD values and FB2013 had slightly better F-scores. This
may seem contradictory, but actually makes sense considering that MINER has achieved
the lowest split- and clumping-error rates in all images, but average missing- and spuriouserror rates: since the NSD value is calculated for individual cells, it becomes worse due to
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split- and clumping-errors, but is not influenced by missing- and spurious-errors; the Fscore, on the other hand, is calculated globally based on all pixels and thus becomes worse
due to missing- and spurious-errors, but is not influenced by split- and clumping-errors.
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Fig. 2.14 Segmentation errors in position 21. Again, MINER seems to have a high rate of
missing-errors in one frame, but the 1.9% in the last frame correspond to only 2
cells - the rate of missing-errors is very low for all methods in this position. The
rate of spurious-errors is again comparable to FB2013 and the rates of clumping- and
split-errors are notably lower in all images.

A problem of many existing segmentation methods is the tendency to produce either
many split- or many clumping-errors: methods based on MSER (e.g. OH2011) tend to
produce a lot of clumping-errors but very little split-errors, and watershed transform, on
the other hand, has a strong tendency to produce split-errors [27].
A commonly used technique to solve this problem (e.g. in FB2013 [9]) is to first apply
a method producing many clumping-errors (e.g. MSER) and then identify segmented
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objects that are likely to be clumping together, which can be separated in a subsequent
step using e.g. watershed transform (or the other way around).
A problem of this approach is that it is inherently difficult to identify objects that are
clumping together. As a result, parameters of these methods usually have to be tuned
carefully to achieve a good compromise between clumping- (under-segmentation) and
split-errors (over-segmentation).
But MINER has achieved very low rates of both clumping- and split-errors in all images
(without having notably higher missing-error rates than other methods) thus resolving
a fundamental problem of existing segmentation methods. This is an important advantage for subsequent automated cell tracking: split- and merge-events do not need to be
considered decreasing the complexity of the tracking problem enormously.
The missing- and spurious-error rates of MINER are average compared with the other
methods, but could be decreased by improving the algorithm’s ability to distinguish extremal regions that correspond to debris from extremal regions that correspond to single
cells. This could probably be achieved by using di↵erent or additional features for classifying extremal regions.
It is important to note that the segmentation results of all methods could be di↵erent if
other parameters or training images had been used. But it is unlikely that this would have
lead to fundamentally di↵erent evaluation results, because MINER, OH2011 and ilastik
were carefully trained using manually labeled images, and because the parameters used
for FB2013 had been tuned before for segmenting brightfield images of blood progenitor
cells [9].

2.5.2 Practical runtime requirements
On a normal desktop computer (Intel i5-3570K quad-core, 3.40 GHZ) and without multithreading, my C++ implementation of MINER requires on average about 200 ms to
segment an image (1.4 million pixels) with average cell density. This is extraordinarily
fast: for an image with the same size, ilastik requires about 6 seconds on the same
hardware (despite automatically using all four cores), and the authors of FB2013 report
a runtime of about 100 seconds per image on a single core (Intel Xeon 2 GHZ) [9].
I believe that practical runtime behavior is an important factor in bioinformatics: ultimately, the success of a tool is defined by the number and impact of biological questions
that have been answered with it - which obviously depends on how many researchers routinely use it. Thus, software availability is very important, and the good runtime behavior
of MINER enables data processing in large scale experiments without requiring access to
computational clusters (with multi-threading, it would take less than 14 hours to segment
1 million images on a desktop computer).
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In addition, with MINER it is possible to update segmentation results live as the user
adds labels to training images. The user can see segmentation errors and add new labels
accordingly, resulting in fast and e↵ective training of the algorithm.
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3 A probabilistic model for automated
cell tracking
In this chapter, I describe a novel method for cell tracking based on two steps: first, a
simple but robust nearest-neighbor tracking approach generates short fragments of lineage
trees; then, a probabilistic model connects the fragments using cellular morphologies.

3.1 Introduction
One of the most widely used methods for automated cell tracking is to first segment all
images and then associate each cell in one frame with the most similar cell in the next
frame based on spatial distances and potentially other features. But the quality of cell
lineage trees obtained with such a frame-to-frame approach is limited: tracking a cell
in that way is likely to fail as soon as segmenting that cell fails in a single frame, and
currently no perfect method for image segmentation exists.
To overcome this, an ideal cell tracking method would have to be globally optimal both
in the spatial and in the temporal dimension taking into account segmentation errors (i.e.
missing-, clumping-, spurious- and split-errors) in addition to cell-division and cell-death
events. However, this would be computationally too expensive to track thousands of cells
in up to more than a million of images.
But when using a state of the art method for image segmentation, correct detection of a
cell fails only infrequently and thus finding the correct successor of a cell in the next frame
is easy in most cases (when there is no segmentation error, cell-migration, cell-division or
cell-death).
Accordingly, my approach for cell tracking consists of two steps: first, a simple, fast and
robust method generates small but nearly always correct fragments of cell lineage trees;
then, a method based on a probabilistic model connects the fragments to create complete
lineage trees with reliable confidence information (Fig. 3.1).
The approach to divide cell tracking into two steps has been used successfully for particle tracking that is globally optimal in the temporal dimension [34]: by using a simple
method for easy decisions and a more sophisticated method only when necessary, the
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Fig. 3.1 Overview of automated cell tracking that is globally optimal both in the spatial and
in the temporal dimension. Given reasonable segmentation results, finding the correct
successor of a cell in the next frame is easy in most cases. Therefore, I propose an
approach for automated cell tracking that consists of two steps. (a) First, a simple
but robust method generates fragments of cell lineage trees (T1 to T7 ). (b) Then, a
probabilistic model connects them to create complete cell lineage trees (T1 and T2 )
including confidence information for each decision (illustrated by colors).

computational complexity is decreased greatly thus enabling optimization of cell tracking
in the temporal dimension.
For automated cell tracking, there is also another advantage: including cellular morphologies in addition to spatial distances improves results [2], but in frame-to-frame tracking
estimates of cellular morphologies are noisy, because they are based on single measurements. However, when linking fragments of lineage trees, several measurements can be
used (depending on the lengths of the fragments) which helps to obtain accurate estimates.
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3.2 Fast and robust creation of lineage tree fragments
Before cell tracking, all images are segmented with a method like MINER (Chapter 2)
that extracts the complete shapes of cells (not just the positions) so that cell morphologies
can be extracted since they will be needed in the second step of cell tracking.
Fragments of cell lineage trees are then generated by associating the cells in each frame t
with the cells in the next frame t + 1 in the following way:
• For each cell in frame t, find the nearest cell in frame t + 1.
• For each cell in frame t + 1, find the nearest cell in frame t.
• Associate cell a in frame t with cell b in frame t + 1 if and only if b is the nearest
cell to a (and to no other cell in frame t) and a is the cell nearest to b (and to no
other cell in frame t + 1).
This is a simple nearest-neighbor tracking approach, but it associates cells only if there
is no conflict between tracking forward and backward in time. In case of such a conflict
(or if no nearest cell could be found in the next frame within the maximal search radius
specified by parameter maxCellDisplacement), tracking of the cell is stopped.
Very small lineage tree fragments (i.e. fragments with only one or two time points)
mostly result from segmentation errors (spurious detections). Therefore, fragments that
are shorter than the minimum length specified by the parameter minFragmentLength are
discarded.
This method is very fast and yields mostly small but almost always correct (see Section 3.5) fragments of cell lineage trees.
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3.3 A probabilistic model to connect lineage tree
fragments
3.3.1 Overview
In Section 3.3.2, I first describe a probabilistic similarity measure to select the correct
precursor of a single fragment, and in Section 3.3.3, I illustrate this with an example.
In Section 3.3.4, I extend this model for solving the global problem of linking multiple
fragments with multiple possible precursor fragments. Furthermore, in Section 3.3.5, I
describe a sliding window to enable large scale cell tracking, and in Section 3.3.6, I describe
how the parameters of the probabilistic model can be learned automatically.
The probabilistic model links fragments based on cellular morphologies putting weight
on features according to their scaling, correlation structure and informative value for
separating di↵erent cells, and the probabilities provided with the tracking results serve as
reliable confidence information for the user.
In addition, the probabilistic model is a solid foundation for future work: it allows gradual
incorporation of additional features (e.g. spatial distances or fluorescence signals), and
candidates for cell divisions can be extracted easily.

3.3.2 A probabilistic measure for the similarity of a tree fragment
and possible precursors
The first step of connecting the lineage tree fragments is to find for each fragment Ti all
possible precursor fragments, i.e. each fragment Tj satisfying the following conditions:
• Tj must end before Ti starts.
• The temporal gap between Tj and Ti must not be greater than the parameter
maxGapLength.
• The spatial distance between Tj and Ti must not be greater than · maxDist, where
denotes the number of time points between Tj and Ti , and maxDist is a parameter
specifying how far cells are expected to move at most in µm per frame.
Each fragment with at least one possible precursor fragment is processed with the probabilistic model: given a fragment T0 with n 1 possible precursor fragments T1 , T2 , ..., Tn ,
the aim is to link T0 with the precursor fragment corresponding to the same cell as T0
or with no precursor fragment if T0 corresponds to a new cell (Fig. 3.2). New cells are
usually a result of cell divisions or migration into the field of view, but can also appear
when image segmentation has detected a previously unrecognized cell.
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For that purpose, from each fragment Ti2[0,n] a vector F~i with the same morphological features as used by MINER (size, average intensity, eccentricity and heterogeneity; compare
table 2.2) is extracted by calculating the average of each feature in each time point of a
fragment. Since cellular morphologies can change over time, it would not make sense to
use all time points of long fragments, and therefore the parameter fragmentWindowLength
specifies the maximal number of time points to use from the end of every Ti2[1,n] and the
beginning of T0 .

Fig. 3.2 A probabilistic measure for the similarity of a tree fragment and possible precursors.
(a) Given a fragment T0 and, for example, 3 possible precursor fragments T1 to T3 ,
the aim is to link T0 with the correct precursor fragment corresponding to the same
cell as T0 or with no parent if T0 corresponds to a new cell (e.g. after a cell division
or movement into the field of view). (b) For that purpose, from each tree fragment a
vector with morphological features is extracted (F~0 to F~3 ). The idea is to select the
correct parent fragment of T0 based on the di↵erences F~1 to F~3 between the features
of T0 and each possible parent fragment. (c) The distribution of the delta vectors F~1
to F~3 is modeled making two assumptions: the delta vectors are independent of each
other and each delta vector F~i has a multivariate Gaussian distribution with the
¯ otherwise.
parameters (µ, ⌃) if parent Ti is the correct parent fragment and (µ̄, ⌃)
With that the probabilities that one of the parents is the correct precursor of T0 or
that T0 is a new cell are calculated (taking into account di↵erent scaling, correlation
structure and informative value of the features; see text for details). Note that cell
divisions are not included at this point: in that case, the model typically links one of the
child fragments with the parent fragment while considering the other child fragment
as new cell - these situations must be detected during tracking and remembered as
candidates for cell divisions that can be incorporated later.
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The idea is to select the precursor that has the most similar morphologies compared
with T0 , and therefore the di↵erences between the features of T0 and the features of each
possible precursor are calculated:
F~i2[1,n] = F~0

F~i ,

(3.1)

where each F~i2[1,n] is a column vector with k = 4 rows. A naive solution would be to
select the precursor YEuclidean 2 [1, n] with the features that have the smallest Euclidean
distance to the features of T0 :
YEuclidean = argmin k F~i k

(3.2)

i2[1,n]

However, this is not optimal because using the Euclidean distance implicitly assumes that
all features are equally scaled and independent. But obviously features like eccentricity
and size are not equally scaled, and it would be naive to assume no correlations.
These problems can be resolved by modeling the likelihood LL(i) that Ti2[1,n] is the
correct precursor of T0 with the density function of a multivariate Gaussian distribution
and selecting the precursor YGaussian 2 [1, n] with the highest likelihood:
1

✓

LL(i) = p
exp
(2⇡)k |⌃|
YGaussian = argmax (LL(i)) ,

1⇣ ~
Fi
2

µ

⌘T

⌃

1

⇣

F~i

µ

⌘◆

(3.3)
(3.4)

i2[1,n]

where k = 4 (the number of features). The parameters (µ, ⌃) can be learned by computing
the sample mean and covariance of morphological di↵erences of fragments extracted from
manually tracked training data. This approach has been used successfully for frame-toframe tracking of cells using morphologies and spatial distances [2]. The same results could
also be obtained by choosing the precursor with the minimal Mahalanobis distance [44]
using the same parameters µ and ⌃.
But a common problem when using many features remains unresolved by these approaches: di↵erent features usually di↵er regarding their informative value for cell tracking
(i.e. how well they separate di↵erent cells). Imagine, for example, a feature that is added
randomly to each fragment - it would influence the Gaussian likelihood despite being
useless for finding the correct precursor.
This problem can be resolved by modeling the distribution of each delta vector F~i2[1,n]
not only under the condition that Ti is the correct precursor of T0 but also when it is not:
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F~i2[1,n] ⇠

(

N (µ, ⌃) if Ti is the correct precursor of T0
¯ if Ti is not the correct precursor of T0
N (µ̄, ⌃)

(3.5)

¯ can be learned automatically from the previously genThe parameters (µ, ⌃) and (µ̄, ⌃)
erated tree fragments (see Section 3.3.6). In Section 3.4 I show that the distributions of
the delta vectors F~i2[1,n] can be approximated with multivariate Gaussian distributions.
Additionally, I assume that the delta vectors are conditionally independent, given that it
is known which precursor is correct:
⇣

8i, j 2 [1, n] | i 6= j )

F~i ?

⌘
~
Fj | Y ,

(3.6)

where Y is the index of the correct precursor, and X ? Y | Z denotes conditional
independence of the random variables X and Y given Z.
With these assumptions and by modeling the distribution of each delta vector F~i2[1,n]
under the condition that Ti is the correct precursor of T0 or not, it is possible to select
the most likely precursor of T0 (or assigning it to a new cell) taking into account di↵erent
scaling, correlation structure and informative value of the features.
The problem is represented by a random variable Y 2 [1, n + 1]: Y = y with y  n means
that fragment Ty is the correct precursor of T0 , and Y = n + 1 means that T0 corresponds
to a new cell.
Let F denote the 4 ⇥ n matrix containing the morphological di↵erences to each possible
precursor as columns:
0

F = @ F~1

...
...
...

1

F~n A

(3.7)

We are interested in P (Y | F ), i.e. the probability distribution of Y given the morphological di↵erences of T0 to all possible precursors. I first derive P (Y = y | F ) with
y 2 [1, n], i.e. the probability that Ty2[1,n] is the precursor of T0 .
Bayes’ theorem gives:

P (Y = y |

F | Y = y)P (Y = y)
f F( F)
/ f F |Y ( F | Y = y)P (Y = y),

F) =

f

F |Y (

(3.8)
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where f F |Y is the conditional probability density function of all morphological di↵erences
F given Y = y, P (Y = y) is the prior probability of Y = y, and f F is the probability
density function of F (without any conditions). Note that f F is just a constant for
normalization (so that all values of P (Y | F ) sum up to 1) and can be calculated easily
by summing up the unnormalized entries of P (Y | F ) (the unnormalized entries are
called unnormalized measures).
Let fN (µ,⌃) denote the probability density function of a multivariate Gaussian with the
parameters (µ, ⌃). Because of the assumption that the delta vectors F~i are conditionally
independent (equation 3.6) it holds that:
f

~
F |Y ( F | Y = y) = fN (µ,⌃) ( Fy )

Y

i2{1..n}\{y}

~i )
fN (µ̄,⌃)
¯ ( F

(3.9)

So the conditional probability density function of all morphological di↵erences f F |Y can
be written as product of conditional probability density functions of morphological differences to individual precursor fragments - and these are modeled with multivariate
Gaussians (equation 3.5).
Plugging (3.9) into (3.8) gives:

P (Y = y |

0

F ) / fN (µ,⌃) ( F~y ) @

Y

i2{1..n}\{y}

1

~i )A P (Y = y)
fN (µ̄,⌃)
¯ ( F

(3.10)

Next, I derive P (Y = n + 1 | F ), i.e. the probability that T0 corresponds to a new cell.
Bayes’ theorem analogously gives:

P (Y = n + 1 |

F | Y = n + 1)P (Y = n + 1)
f F( F)
/ f F |Y ( F | Y = n + 1)P (Y = n + 1)

F) =

f

F |Y (

Because of the assumption that the delta vectors
tion 3.6) it holds that:
f

F |Y (

F | Y = n + 1) =

Plugging (3.12) into (3.11) gives:
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(3.11)

F~i are conditionally independent (equa-

Y

i2{1..n}

~i )
fN (µ̄,⌃)
¯ ( F

(3.12)
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P (Y = n + 1 |

0

F) / @

Y

i2{1..n}

1

~i )A P (Y = n + 1)
fN (µ̄,⌃)
¯ ( F

(3.13)

With equations 3.10 and 3.13, the unnormalized measure for each entry of the probability distribution P (Y | F ) can be calculated, and the actual probability distribution
P (Y | F ) can be obtained by dividing each unnormalized measure by the sum of all
unnormalized measures.
For optimal numerical stability, log-likelihoods should be used. Applying the logarithm
to (3.10) gives:

0

⇣

0

log @fN (µ,⌃) ( F~y ) @
⌘

= log fN (µ,⌃) ( F~y ) +

X

i2{1..n}\{y}

Y

i2{1..n}\{y}

1

1

~i )A P (Y = y)A
fN (µ̄,⌃)
¯ ( F

⇣
⌘
~i ) + log (P (Y = y))
log fN (µ̄,⌃)
¯ ( F

(3.14)

And applying the logarithm to (3.13) gives:

00

=

log @@

X

i2{1..n}

Y

i2{1..n}

1

1

~i )A P (Y = n + 1)A
fN (µ̄,⌃)
¯ ( F

⇣
⌘
~
log fN (µ̄,⌃)
(
F
)
+ log (P (Y = n + 1))
¯
i

(3.15)

Applying the logarithm to a multivariate Gaussian probability density function fN (µ,⌃) (~x)
for any ~x with k dimensions (in this case k = 4) gives:

log fN (µ,⌃) (~x) = log

1

✓

p
exp
(2⇡)k |⌃|
1
=
log (2⇡)k |⌃|
2

1
(~x
2

µ)T ⌃

1
(~x
2

1

(~x

µ)T ⌃

µ)
1

(~x

◆!
µ)

(3.16)

Plugging (3.16) into (3.14) gives:
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⇣

⌘
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log fN (µ,⌃) ( Fy ) +
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⌘
~
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(3.17)

Analogously, plugging (3.16) into (3.15) gives:

X ✓ 1
¯
=
log (2⇡)k |⌃|
2
i2{1..n}

=

n
¯
log (2⇡)k |⌃|
2

X

i2{1..n}
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2
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⌘
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log fN (µ̄,⌃)
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¯
⌃
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1

¯
⌃

⇣
1

F~i
⇣

F~i

µ̄
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+ log (P (Y = n + 1))

⌘
µ̄ + log (P (Y = n + 1))

With equations 3.17 and 3.18, all entries of the probability distribution P (Y |
be calculated in a numerically stable way.

(3.18)

F ) can

The parameter newCellPriorProbability specifies the prior probability P (Y = n + 1)
that T0 corresponds to a new cell (which can be interpreted as the expected fraction
of fragments corresponding to new cells). For the remaining entries of P (Y = y) with
y 2 [1, n] equal prior probabilities are used:
P (Y = n + 1) = newCellPriorProbability
1 newCellPriorProbability
P (Y = y) =
with y 2 [1, n]
n

(3.19)

With this, a fragment can be linked with its most likely precursor or assigned to a new
cell. However, this is not sufficient to be useful for cell tracking: usually, there are multiple
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fragments with multiple possible precursor fragments, and it must be ensured that each
precursor fragment is linked with at most one successor fragment (see Section 3.3.4).

3.3.3 Example
In this Section, I provide an example illustrating that the probabilistic model can handle
features that are not informative for cell tracking better than the previously described
approach based on Gaussian likelihood (see equation 3.4).
In the example, a tree fragment T0 is given and the aim is to find the correct out of two
possible precursors T1 and T2 . For simplicity, assume that only two features X1 and X2
are used to connect fragments and that only X1 is informative to connect lineage tree
fragments.
It may seem unrealistic that a feature is not informative at all, but the uninformative
feature X2 could be e.g. the size of a cell: proliferating and di↵erentiating cells usually
di↵er notably regarding their sizes; but e.g. quiescent HSCs or fully di↵erentiated cells
of the same type (e.g. erythrocytes) can di↵er only slightly regarding their sizes, and in
that case di↵erent sizes are mostly a result of random noise caused by segmentation.
¯ (see equation 3.5) could look like this:
Accordingly, the parameters (µ, ⌃) and (µ̄, ⌃)
✓ ◆
✓
0
1
µ=
, ⌃=
0
0
✓ ◆
✓
0
¯= 2
µ̄ =
, ⌃
0
0

0
1
0
1

◆

(3.20)

◆

(3.21)

The univariate distribution of di↵erences of feature X2 between two fragments is independent from whether or not the fragments correspond to the same cell - therefore, feature
X2 does not help to separate di↵erent cells and is not informative for cell tracking.
Assume that the possible precursor fragment T1 is more similar to T0 than T2 regarding
the informative feature X1 , but more di↵erent regarding the uninformative feature X2 :

F~1 =

✓ ◆
0
,
1

F~2 =

✓

0.2
0

◆

(3.22)

The Gaussian likelihood only considers the distribution of feature di↵erences to correct
precursor fragments, i.e. only the multivariate Gaussian distribution with the parameters
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(µ, ⌃). The likelihoods LL(1) that T1 is the correct precursor and LL(2) that T2 is the
correct precursor are therefore:

LL(1) = fN (µ,⌃) ( F~1 ) ⇡ 0.0965
LL(2) = fN (µ,⌃) ( F~2 ) ⇡ 0.1560

(3.23)
(3.24)

So, according to the Gaussian likelihood, T2 is clearly the correct precursor of T0 .
However, the probabilities P (Y = 1 | F ) that T1 is the correct precursor, P (Y = 2 | F )
that T2 is the correct precursor and P (Y = 3 | F ) that T0 corresponds to a new cell
obtained with the probabilistic model lead to a di↵erent conclusion (for simplicity, equal
prior probabilities P (Y ) are used and therefore omitted from the equations):

P (Y = 1 |
P (Y = 2 |
P (Y = 3 |

F ) / fN (µ,⌃) ( F~1 )fN (µ̄,⌃)
¯ (
F ) / fN (µ,⌃) ( F~2 )fN (µ̄,⌃)
¯ (

F~2 ) ⇡ 0.0108
F~1 ) ⇡ 0.0106

~1 )fN (µ̄,⌃)
~2 ) ⇡ 0.0076
F ) / fN (µ̄,⌃)
¯ ( F
¯ ( F

(3.25)
(3.26)
(3.27)

Actual probabilities are obtained with normalization:

P (Y = 1 |
P (Y = 2 |
P (Y = 3 |

0.0108
= 37.24%
0.0108 + 0.0106 + 0.0076
0.0106
F) =
= 36.55%
0.0108 + 0.0106 + 0.0076
0.0076
F) =
= 26.21%
0.0108 + 0.0106 + 0.0076
F) =

(3.28)
(3.29)
(3.30)

As opposed to the Gaussian likelihood, the probabilistic model favors T1 over T2 : the
feature X2 has no influence on the probabilities, but since T1 is only slightly more similar
to T0 regarding the informative feature X1 , it is preferred only with a slightly higher
probability over T2 - this is obviously a better solution than the one obtained with the
Gaussian likelihood favoring T2 over T1 with seemingly high confidence.

3.3.4 A global solution for the cell tracking problem
In this Section, I extend the probabilistic model for linking multiple fragments with multiple possible precursors: assume there are m fragments with at least one possible precursor
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per fragment. The problem is modeled by a random variable Yi2[1,m] for each fragment,
where the range of values and the probability distribution of each Yi are determined in
the same way as for the random variable Y in Section 3.3.2.
Accordingly, each Yi is associated with a matrix Fi that contains the morphological
di↵erences to all potential precursors as columns. The aim is to find the most likely
assignment for all Yi that has no inconsistencies (i.e. no precursor fragments that are
linked to multiple successor fragments) given all morphological di↵erences F = { Fi |
i 2 [1, m]}.
Without avoiding inconsistencies, the probability for a global solution ~y can easily be
calculated:

P (~y | F) =

where each P (Yi = yi |
and 3.13).

m
Y
i=1

P (Yi = yi |

Fi ),

(3.31)

Fi ) is calculated as described in Section 3.3.2 (equations 3.10

Fig. 3.3 Bayesian network for cell tracking. (a) The fragments T3 and T4 both have the possible
precursors T1 and T2 . (b) To ensure that T3 and T4 are not linked with the same
precursor, a Bayesian network is used: as before, the random variables Y1 , Y2 2 {1, 2, 3}
specify for T3 and T4 if T1 or T2 (or none of them in case of a new cell) is the correct
precursor, respectively. The restriction node R12 2 {0, 1} is an observed variable with
value 1 that depends on Y1 and Y2 , and it is specified that P (R12 = 1) = 0 if Y1 = Y2
and P (R12 = 1) = 1 otherwise. Therefore, any global solution linking T3 and T4 with
the same precursor has probability 0 in the Bayesian network, because in that case
the probability of the observed value of R12 is 0. In this way, the restriction node R12
causes the originally independent random variables Y1 and Y2 to be dependent of each
other.
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To avoid inconsistencies, the probability of any global solution that links a precursor fragment with multiple successors should be 0. For that purpose, I use a Bayesian network [25]:
for each Yi a node is added with no incoming edges, and for every pair of random variables Yi and Yj (where i 6= j) that has at least one common possible precursor, a so-called
restriction node is added (Fig. 3.3).
A restriction node can only have the two values 0 or 1 and has two incoming edges
from the nodes corresponding to the random variables Yi and Yj that are associated with
the restriction node. It is specified that the value has been observed to be 1 - but the
conditional probability of 1 is set to 0 if and only if the associated Yi and Yj have values
that correspond to the same precursor; otherwise it is set to 1. Therefore, the probability
of a global solution containing inconsistencies is 0 in the Bayesian network.
A globally optimal solution for cell tracking can be found by calculating the maximum
a posteriori estimate for the Bayesian network, i.e. the global solution with the highest
probability given the observed values of the restriction nodes. For that purpose, I use the
junction tree algorithm [18].
Bayesian networks with restriction nodes have been used successfully for tracking pedestrians [1, 35, 46] in video sequences. However, the described approach cannot be used
directly for tracking cells, because it assumes that the the tracked objects never change
their appearance, but this is obviously not the case when tracking cells: before division,
for example, the size of a cell increases.

3.3.5 A sliding window enables large scale cell tracking
Dividing cell tracking into two steps reduces the computational complexity and thus
enables optimization of cell tracking in the temporal dimension. But there are still limits:
finding a globally optimal solution when tracking cells in more than 10000 frames is
practically impossible. But this would not make sense anyway: usually, a cell tracking
decision in one frame does not depend on other cell tracking decisions more than 1000
frames before or after that.
Similarly, when using overlapping fields of view, spatial areas observed in single cell imaging can cover more than 10000 µm in each direction, thus making global optimization in
the spatial domain prohibitively expensive and also unnecessary: blood progenitor cells,
for example, have diameters of less than 20 µm, and therefore a cell tracking decision is
very unlikely to depend on other cell tracking decisions more than 1000 µm away.
Therefore, a spatio-temporal sliding window is used to enable automated cell tracking in
large scale experiments: the three-dimensional optimization space (two spatial dimensions
and time) is divided into small overlapping rectangular regions, in which one after another
tracking is optimized separately.
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The size of the sliding window is determined by the parameters sizeX, sizeY and sizeT,
but inside there is a smaller rectangular core region: in each step, tracking is optimized
in the full sliding window, but only decisions within the core region are saved.
This is necessary, because everything outside the sliding window is ignored, but when
determining the precursor of a fragment, optimal results can only be achieved when taking
into account all fragments starting or ending nearby. After each step, the sliding window
is moved along one dimension by the size of the core region.

3.3.6 Automatic learning of parameters
One crucially important aspect of the cell tracking method described here has not been
¯ (equation 3.5) determined?
discussed so far: how are the parameters (µ, ⌃) and (µ̄, ⌃)
In the previously described cell tracking method based on Gaussian likelihood (equation 3.4), the parameters (µ, ⌃) are learned semi-automatically from manually tracked
training data [2].
¯ can
But there is a solution that is more convenient for the user: both (µ, ⌃) and (µ̄, ⌃)
be learned fully automatically from the previously generated tree fragments.
To learn (µ, ⌃) (i.e. the parameters of the Gaussian distribution of morphological di↵erences between a fragment and the correct precursor of it), fragments are selected randomly
and cut into two pieces: the di↵erences between morphologies of the obtained parts are
used as samples, and the parameters (µ, ⌃) are estimated by calculating their sample
mean and covariance matrix.
¯ (i.e. the parameters of the Gaussian distribution of morphological di↵erTo learn (µ̄, ⌃)
ences between a fragment and one that is not the correct precursor of it), pairs of di↵erent
fragments are selected randomly and cut into two pieces: the di↵erences between morphologies of the first half of one fragments and the second half of the other fragment are
¯ are estimated by calculating their sample mean and covariance
used as samples, and (µ̄, ⌃)
matrix.
At this point, an extension is made to the probabilistic model: so far, I have ignored that
between a fragment and its potential precursors temporal gaps of variable lengths exist
(depending on parameter maxGapLength, see Section 3.3.2) - but obviously, the length
of the temporal gap could influence the distributions of morphological di↵erences, and
the same could apply to the lengths of the involved fragments (depending on parameter
fragmentWindowLength, see Section 3.3.2).
But this can easily be incorporated into the model: the parameters (µ, ⌃) are learned
separately for each combination of temporal gap lengths (up to maxGapLength) and the
minimal length of the two involved fragments (up to fragmentWindowLength). Similarly,
¯ are learned separately, but only depending on the minimal length of
the parameters (µ̄, ⌃)
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the two involved fragments (it is assumed that the temporal gap length does not influence
the morphological di↵erences between fragments corresponding to di↵erent cells).
When calculating probabilities (equations 3.10 and 3.13), for each potential precursor Ti
of T0 the probability density functions for the temporal gap length between Ti and T0 as
well as the minimal fragment length of Ti and T0 are used.
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3.4 Model validation
The probabilistic model is based on the assumption that morphological di↵erences between two fragments have multivariate Gaussian distributions (equation 3.4). To validate
this, I have generated samples of morphological di↵erences as described in the previous Section (3.3.6) using experiment 1 that was also used for the evaluation of MINER
(Section 2.5.1).
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Fig. 3.4 Distribution of morphological di↵erences between fragments and their correct precursor
fragments (n=1000). Scatter plots and histograms with fitted Gaussian distributions
are shown for all features to validate the assumption that samples have a multivariate
Gaussian distribution. The univariate normal distributions do not fit perfectly to the
histograms (especially in the case of Eccentricity), but approximate them reasonably.
Importantly, there are no complex dependencies between the pairs of features apart
from linear correlations.
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Figure 3.4 shows the distribution of di↵erences between a fragment and its correct precursor (for a temporal gap length of 0 and a minimal fragment length of 13 time points),
and figure 3.5 shows the distribution of di↵erences between a fragment and one that is
not the correct precursor (also for a minimal fragment length of 13 time points).
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Fig. 3.5 Distribution of morphological di↵erences between fragments and incorrect precursor
fragments (n=1000). As in the previous case (Fig. 3.4), the univariate distributions of
feature di↵erences do not fit perfectly to Gaussian distributions, but can be approximated by them, and there are no complex non-linear correlations. In addition, it can
be seen that morphological di↵erences are bigger in this case, but not all features are
equally informative and should therefore be weighted accordingly.

The data show that the univariate Gaussian distributions do not fit perfectly to all features, but can be used as reasonable approximations, and that there are no complex
correlation structure between pairs of features apart from linear correlations. Therefore,
a multivariate Gaussian distribution can be used to approximate the distributions of morphological di↵erences.

58

CHAPTER 3. A PROBABILISTIC MODEL FOR AUTOMATED CELL TRACKING
In addition, it can be seen that morphological di↵erences between fragments corresponding
to di↵erent cells are bigger than between fragments and their correct precursors, but not all
features are equally informative: the feature Size is more informative than Heterogeneity,
for example. This underlines the need to weight features accordingly.
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3.5 Proof of concept
Development of the probabilistic model has not been finished, and therefore it would not
make sense to evaluate the tracking method against others at this point: no features are
used apart from cellular morphologies, and detection of cell divisions is not supported.
Therefore, the tracking results are not comparable yet with results generated by other
methods.
Instead, I provide an example as proof of concept that demonstrates the applicability of
the method for cell tracking. For that purpose, I used experiment 1 again (Section 2.5.1):
images in position 13 (compare Fig. 2.10) were first segmented with MINER, and then
cells were tracked with the probabilistic model (parameters: see Table 3.1). From the
results, short trees with less than 50 time points were discarded, and from the remaining
trees one was randomly selected and inspected manually (Fig. 3.6).
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Fig. 3.6 Automatically tracked cell with a total lifetime of 357 frames (2679 to 3035). The
randomly selected cell originates from a cell division in frame 2678 and divides again
in frame 3035. It consists of ten lineage tree fragments that were connected with the
probabilistic model. (a-i) The connections are visualized by image patches (with the
frame numbers in the upper right) of the last frame of each fragment and the first
frame of the corresponding successor fragment. The positions of the cell are indicated
by blue circles if the connection is correct and by red circles if the connection is wrong.
For each successor fragment, the probabilities for all possible precursors (or for a new
cell) are shown: bold font indicates the correct precursor. Manual inspection revealed
no errors within the fragments and correct linkage of all fragments except for the first
case (a): it appears that the cell was switched with its sister cell in frame 2690, but
with a probability of 69.60% this error would be easy to spot. This is a good result:
1 error in 357 frames corresponds to a tracking accuracy of 99.72%. However, the
average accuracy for all cells can only be estimated by evaluation against a larger set
of manually tracked cells.

In the example, it appears that in the beginning the cell was mixed up with its sister
cell, but the temporal resolution of the experiment is not high enough to say that with
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Parameter
maxCellDisplacement
minFragmentLength
maxGapLength
maxDist
fragmentWindowLength
newCellPriorProbability
sizeX
sizeY
sizeT
coreSizeX
coreSizeY
coreSizeT

Value
3.0 · CellDiameter
3
5
20
15
0.01
400
400
10
100
100
5

Table 3.1 Parameters used for cell tracking. Note that these are the default values, and usually
no adaption to specific experiments is necessary (as long as the experiments are similar to the experiments used here regarding temporal resolution and magnification).

certainty. Apart from that, manual inspection revealed no wrongly connected fragments
and also no errors within the fragments. This corresponds to a tracking accuracy of
99.72%, but the average accuracy for all cells can only be estimated by evaluation against
a larger set of manually tracked cells.
In frame 2728, segmentation failed to detect the observed cell at all. But the results show
that even severe segmentation errors like that can easily be compensated by the tracking
method (as long as they do not occur repeatedly in more than maxGapLength consecutive
frames).
The example shows that the method can already be used for cell tracking in brightfield
microscopy images, although it has not been finished yet.
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4 CAT: software for automated image
segmentation and cell tracking
In this chapter, I describe an easy-to-use tool implementing MINER and the probabilistic
model for cell tracking that fully integrates with existing tools to inspect and correct
results [30].

4.1 Introduction
In bioinformatics, an obvious measure for the success of a method is the number and
impact of biological questions that have been answered with it. This strongly depends on
availability: the biological impact of a method is obviously limited if most potential users
cannot use it. But limited availability is a widespread problem of current bioimaging software [11, 33]. Therefore, I believe that it is important to provide usable implementations
of newly developed methods.
To enable automated data processing in quantitative long term single cell imaging experiments, software must meet various criteria: implementations must not only be robust,
easy-to-use and well-documented, but also support efficient inspection of results, multiple
imaging channels, multiple fields of view and processing of very large amounts of data.
But to my knowledge, no publicly available tool for automated image segmentation and
cell tracking fully meets these criteria.
Another common problem of existing tools for image segmentation and cell tracking is
the requirement for careful parameter tuning to produce usable results. This is usually
not feasible without expert knowledge of the underlying algorithms: most methods have
too many parameters to systematically test di↵erent combinations, and documentation is
usually missing or incomplete.
Therefore, I developed CellAutoTracking (CAT), a tool for automated image segmentation with MINER and subsequent cell tracking with the previously described probabilistic
model.
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CAT provides an intuitive to use graphical user interface to conveniently label cells and
background regions including a preview of segmentation results that is updated in less
than a second when the user has added or changed a label. Apart from that, no input
is required from the user to optimally configure CAT to process the data of a specific
experiment.
In addition, advanced users can also specify arbitrary segmentation pipelines based on a
variety of di↵erent segmentation operations, including the possibility to execute arbitrary
Matlab (www.mathworks.com) scripts. This enables developers to rapidly design and
evaluate new segmentation pipelines, which can be used immediately for parallelized largescale image processing.
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4.2 Methods
4.2.1 Object-oriented software design
CAT is implemented using an object-oriented software design that separates code logically
according to its functionality into small modules with well-defined interfaces. For example,
code for specific tasks like image segmentation or cell tracking is kept separate from
code required for multi-threading, and code for managing segmentation pipelines is kept
separate from implementations of specific image operations like Gaussian blurring or the
calculation of MINER.

Fig. 4.1 Simplified class diagram showing 15 of in total 60 classes of CAT. Each rectangle represents a class, filled arrows represent associations between classes (e.g. each JobRunner
instance is associated with exactly one JobSet instance) and empty arrows represent
inheritance hierarchies (e.g. the JobRunner class inherits from Qt::Thread). The
object-oriented design separates code for specific tasks like segmentation or tracking (Job, JobTrackFragments and JobSegmentation) from code required for multithreading (JobRunner, JobRunnerSegmentation and MasterJobRunner) to allow easy
and robust parallelization of arbitrary tasks. In addition, segmentation pipelines
(SegmentationOperationList) are represented by arbitrary lists of image operations
(SegmentationOperation) that are applied consecutively on images, thus enabling
advanced users to design and test arbitrary segmentation pipelines at runtime without needing to change code (Fig. 4.4). The diagram has been adapted from the class
diagrams described in the Unified Modeling Language [67].
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Figure 4.1 shows an excerpt of the software design in form of a simplified Unified Modeling
Language (UML) [67] class diagram:
• Job defines the interface for tasks that cannot be further parallelized. The code
for specific tasks is implemented in subclasses like JobSegmentation (for the segmentation of one image) and JobTrackFragments (for tracking of cells in a set of
overlapping fields of view).
• JobSet defines the interface for an abstract stack of tasks: the subclass
JobSetSegmentation, for example, returns JobSegmentation instances until each
image has been processed or cancel() has been invoked.
• JobRunner executes tasks represented by Job instances in a separate thread until
the associated JobSet instance is empty - the corresponding pseudo-code of
JobRunner.threadEntry() illustrates how modularization simplifies code.
• SegmentationOperationList represents a segmentation pipeline, i.e. an arbitrary
list of image operations (represented by SegmentationOperation instances) that
are executed consecutively to segment an image.
This design has several advantages regarding software-quality: the well-defined functional
purpose of each module greatly simplifies code, which therefore has fewer bugs thus improving robustness and reliability of CAT. Additionally, di↵erent modules can be combined arbitrarily to enable easy adaption and extension of CAT by changing existing or
adding new modules.

4.2.2 Implementation details
CAT uses Qt (http://qt-project.org), LIBSVM [13], OpenCV [7], the Eigen library [29]
and the Bayes Net Toolbox for Matlab [55]. It comprises about 20.000 lines of code:
MINER is implemented in 1.900 lines of C++ code (including low-level assembler optimizations), the probabilistic model for cell tracking is implemented in 1.200 lines of
Matlab (www.mathworks.com) code, and the remaining components of the tool are implemented in 17.000 lines of C++ code.
The probabilistic model to link tree fragments is implemented in Matlab, because the
model is under ongoing development, and this is easier and more efficient in Matlab than
in C++. But it will be ported to C++ as soon as the design of the model has been
finished.
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4.3 Results
4.3.1 Training image segmentation with MINER
CAT can be configured optimally for an experiment without requiring the user to enter a
single parameter by hand: it suffices to label a few cells and background regions in some
training images - all parameters are learned automatically from these labels. For this
purpose, an easy-to-use graphical user interface is provided (Fig. 4.2).

Fig. 4.2 CAT user interface for training image segmentation with MINER. (a) In the upper
window the user can label cells (red) and background regions (blue) like in a paint
program. (b) Segmentation results (shown in the preview window below) are updated
automatically every time the user has added or changed a label. The preview window
can be undocked, i.e. removed from the main window to be displayed in a new separate
window by clicking and dragging its title bar, e.g. to show the labeling window and
the preview window in full-screen mode on two di↵erent monitors.
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CAT allows intuitive and efficient labeling of cells with a freely resizable brush (like in
a paint program). In addition, the zoom level can be changed smoothly with the mouse
wheel, the current point of view can be changed by clicking and dragging the image, and
the currently displayed image for labeling can be selected conveniently by specifying its
imaging channel and time point.
The preview window is particularly important for efficient and e↵ective training of MINER
as it allows the user to see segmentation errors and add new labels accordingly. It supports
three ways to display segmentation results (cell outlines, transparent overlay of cells or
binary mask image), and the current zoom and point of view are always kept synchronous
with the labeling window.
Segmentation results in the preview window are updated automatically every time the
user has added or changed a label - this involves seven steps:
1. Processing of user labels: individual labels are extracted, holes in labels are
filled automatically, and minimum and maximum size limits are determined.
2. Extraction of extremal regions: extremal regions best fitting to the labels are
extracted twice (from the original image and from the inverted image) to determine
if dark-on-bright or bright-on-dark extremal regions better fit to the labels and
should be used for segmentation.
3. Feature extraction: features used by MINER are calculated for each extracted
extremal region to generate positive and negative samples.
4. Training of the support vector machine (SVM): the SVM used by MINER
is trained with the extracted features.
5. Image segmentation: the currently displayed image is segmented with MINER
using the automatically determined settings and the trained SVM.
6. Filling of holes: holes in detected cells are filled.
7. Update of display: the segmentation results are processed (e.g. to extract cell
outlines) for display in the preview window.
On a normal desktop computer (Intel i5-3570K quad-core, 3.40 GHZ) CAT requires on
average about 600 ms to perform these steps on an image (1.4 million pixels) with average
cell density and 20 cell labels.
In addition, there are various controls that show additional information or enable adjustment of settings and image display (Fig. 4.3): the user can choose if and how extracted
extremal regions corresponding to labels should be displayed in the labeling window; the
user can specify the temporal range, the positions and the tasks to execute (segmentation
and/or tracking); the user can inspect and, if necessary, correct automatically determined

68

CHAPTER 4. CAT: SOFTWARE FOR AUTOMATED IMAGE SEGMENTATION
AND CELL TRACKING
settings (size limits and if dark-on-bright or bright-on-dark extremal regions are used);
the user can see status and warning messages in an undockable status window; and the
user can conveniently enhance image contrast in the labeling window by applying affine
pixel intensity transformations.

Fig. 4.3 Controls for settings and customization. (a) The user can specify if contours of extracted extremal regions corresponding to cell or to background labels should be displayed in the labeling window. (b) The positions to process, the temporal range and
the tasks (segmentation or tracking) to execute can be specified conveniently. (c) Basic settings of MINER can be controlled and, if desired, specified manually instead of
learning them automatically. (d) The undockable status window enables thread-safe
reporting of logging and error messages. (e) Image contrast in the labeling window
can be enhanced intuitively by applying affine pixel intensity transformations.

4.3.2 Custom segmentation pipelines
Because of its object-oriented software design (Fig. 4.1), CAT also supports the specification of arbitrary segmentation pipelines at runtime without requiring changes to the
program code (Fig. 4.4). This helps advanced users and developers in several ways to
adjust existing or develop new segmentation methods: segmentation pipelines can be designed, configured and tested rapidly using the live preview of segmentation results; the
inclusion of arbitrary Matlab scripts allows unlimited possibilities; and newly designed
pipelines can be used immediately for parallelized large-scale image processing. This was
very helpful, for example, for the development of MINER.
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Fig. 4.4 Specification of arbitrary segmentation pipelines. (a) The order and the parameters
of each segmentation operation can be changed conveniently during runtime. (b) A
variety of di↵erent segmentation operations can be added to the pipeline.

4.3.3 Automated large-scale image segmentation and cell tracking
The standard image segmentation with MINER and the first part of the cell tracking algorithm (i.e. the creation of lineage tree fragments) are implemented entirely in C++. For
large-scale image processing, these tasks are executed with multi-threading automatically
using the optimal number of threads (i.e. one worker thread for each available physical
core). The progress window shows the elapsed time and an estimation of the remaining
time (Fig. 4.5).

Fig. 4.5 Progress window for large-scale image processing and cell tracking. The elapsed time
and an estimation of the remaining time are shown, and it is always possible to cancel
all running tasks.

CAT includes an interface to conveniently start and configure Matlab so that the user
can easily use the Matlab implementation of the probabilistic model to link previously
generated lineage tree fragments (Fig. 4.6). The path to the Matlab installation can
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be specified at runtime and thus does not need to be included in the PATH environment
variable to start CAT (which is important for users that do not know what an environment
variable is).

Fig. 4.6 Matlab interface. CAT provides an easy-to-use interface to automatically start and
configure Matlab to enable convenient usage of the probabilistic model to link previously generated lineage tree fragments.

The linage trees generated by CAT are stored in a format that is readable by Timm’s
Tracking Tool (TTT), thus enabling inspection and correction of results with the powerful
graphical user interface and rich functionality provided by TTT.
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5 Outlook and conclusions
In this thesis, I have presented MINER, a novel method for image segmentation that is
suitable for transmitted light microscopy images and requires no manual specification of
parameters. Quantitative evaluation against related methods has shown that it is both
faster and more accurate.
In addition, I have introduced a probabilistic model for cell tracking using cellular morphologies that automatically weights the used features according to scaling, correlation
structure and informative value to separate di↵erent cells.
Finally, I have presented CAT, an easy-to-use software implementing both methods that
integrates with existing tools to further process results.
The aim of this thesis to develop automated methods for reliable and efficient cell tracking in brightfield microscopy images has been achieved successfully: CAT is being used
routinely in various research projects that completely relied on manual analysis before.

5.1 Future work
5.1.1 Maximally interesting extremal regions
I have shown that MINER outperforms current methods regarding accuracy and speed
(Section 2.5.1), but the results could probably be further improved: model validation
(Section 2.4) has shown that the feature Eccentricity (equation 2.4) is very helpful to
separate cells from background or debris, but many extremal regions of both classes have
eccentricities close to the maximum value of 1.
This could be a result of the fact that eccentricity artificially combines the two features
minor axis length and major axis length (which theoretically have no maximum value) into
a single value between 0 and 1 that quantifies how di↵erent they are. It could therefore
make sense to replace Eccentricity with minor axis length and major axis length, because
a SVM with a Gaussian kernel should be able to model correlations between them.
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In addition, using more features to classify extremal regions might also improve results
(e.g. histograms of oriented gradients [17]). These changes will be implemented and evaluated quantitatively with the manually labeled image data used previously (Section 2.5.1).
After that, MINER will be published in a scientific journal including the corresponding
software components of CAT. For that purpose, it may be necessary to add additional
experiments as well as additional methods for comparison to the evaluation.

5.1.2 Probabilistic cell tracking
Currently, only cellular morphologies are used for cell tracking, and including spatial
distances or other features could probably make results more reliable. But incorporating
spatial distances is not trivial: the current approach to learn the distribution of feature
di↵erences between a fragment and one that is not the correct precursor of it is not suitable
for spatial distances, as it is based on randomly selected pairs of fragments corresponding
to di↵erent cells (Section 3.3.6), and this would cause overestimation of spatial distances,
because during tracking only fragments within a maximal search radius are considered as
possible precursors (Section 3.3.2).
One potential solution to overcome this would be to assume that morphological di↵erences
are independent from spatial distances, because then the distribution of spatial distances
could be modeled separately (e.g. with a uniform distribution within the search radius).
However, this assumption would not be true in all cases. Consider, for example, images
with a gradient of illumination from one side to the other: movement of cells along this
gradient would be correlated with changes of pixel intensities. Nevertheless, this could be
a good solution, because simplifying assumptions do not necessarily decrease performance
of machine learning methods [25].
Another important step will be to incorporate the detection of cell divisions. For that
purpose, a model is needed for the probability that two fragments correspond to daughter
cells of a common possible precursor fragment. This could be based on cellular morphologies: blood cells, for example, are typically perfectly round before division. The
inclusion of cell divisions in lineage trees should then be optimized globally: in that way
the minimal life time of a cell between consecutive divisions can be respected.
The quality of tracking results could probably also be further improved by using fluorescence signals when connecting tree fragments, but fluorescence signals are usually acquired
only infrequently and therefore not available for every fragment. Therefore, they cannot
be added to the model like other features that can be measured at each time point of
a fragment. Furthermore, it will be necessary to correct background signals and uneven
illumination in the fluorescence images to obtain comparable measurements.
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The next step will be the development of a quantitative evaluation pipeline to validate
tracking results against manually tracked data, so that the previously mentioned extensions can be tested.
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